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Abstract

When sectors invest in R&D, the resulting ideas spill over and feed innovation in
other industries. We show empirically, analytically, and quantitatively that this
innovation network shapes the propagation of government consumption spending.
Using patent citations across U.S. industries, we find that defense expenditures
raise a sector’s private R&D both directly, when procurements target that sector,
and indirectly, when they target upstream industries whose patents that sector
cites. We rationalize this evidence with a multi-sector endogenous-growth model
where sectoral R&D generates knowledge spillovers across industries. The fiscal
multiplier is larger when government spending targets upstream industries in the

innovation network.
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1 Introduction

Ideas do not remain in the sector in which they are produced. When firms in one
industry invest in R&D, the resulting knowledge can be used by innovators in
other sectors, often far away in the production network. Patent citations reveal
these knowledge links: a citation marks a flow of ideas from the cited industry to
the citing one. The resulting innovation network is highly uneven: some indus-
tries act as knowledge hubs because their ideas are used directly and indirectly
by many others (Bloom et al., 2013; Acemoglu et al., 2016b; Liu and Ma, 2026).
This paper argues that this innovation network crucially shapes the propagation
of government consumption spending.

The mechanism is simple. A fiscal expansion that raises government demand
for a sector’s output increases its market size and profits, and with them the pri-
vate return to R&D: a direct own-sector effect. If other industries build on that
sector’s knowledge, the shock does not stop there: more R&D raises the sector’s
stock of ideas, which makes R&D more productive in every sector that cites it,
directly or indirectly. We call this additional propagation the idea multiplier:
the part of the fiscal multiplier that arises because government spending expands
the stock of ideas available to other sectors, beyond the direct demand effect.

We provide support for this mechanism empirically, theoretically, and quanti-
tatively. Empirically, we document that government spending raises private R&D
not only in the sectors that receive it, but also in the sectors that build on their
knowledge. Theoretically, we develop a multi-sector New Keynesian model with
endogenous innovation, in which sectors are connected by an innovation network,
and show analytically that government spending propagates to R&D and output
through citations, with larger aggregate effects when spending targets more up-
stream knowledge suppliers. Quantitatively, we find that the innovation network
is a first-order determinant of the dispersion of sectoral-spending multipliers—the
responses of aggregate GDP to government spending shocks in individual sectors.

We start by providing novel empirical evidence. We estimate dynamic re-
sponses using local projections on a panel of 66 U.S. industries from 1997 to 2024.
The key variables are real sectoral private R&D expenditures and defense pur-
chases. We construct the innovation network from patent citations across sectors:
each entry of this matrix measures how much one sector builds on the knowledge
produced by another. We regress each sector’s R&D on two variables: the govern-

ment spending the sector receives directly—the own treatment—and the citation-



weighted spending received by its knowledge suppliers—the upstream treatment.

Identification comes from a shift-share design (Nekarda and Ramey, 2011;
Nakamura and Steinsson, 2014). The instrument interacts an aggregate shifter—
the national change in defense spending—with each sector’s predetermined expo-
sure to defense purchases. The identifying variation thus reflects the differential
incidence of national defense buildups rather than sector-level spending choices.

We find three main results. First, government spending raises R&D in the
sector that receives it, and the response progressively goes up over time. Each
dollar of government purchases raises the recipient sector’s annual private R&D
by about 25 cents after two years.! Second, government spending propagates
through the innovation network from upstream: a shock to a sector’s knowledge
suppliers raises its private R&D with the same increasing profile, by about 7
cents, roughly 30% of the own-sector effect. Third, this channel operates above
and beyond the propagation of government spending through the input-output
network: the innovation and production networks are uncorrelated.

To rationalize these facts, we build a multi-sector New Keynesian model
with knowledge accumulation. Sectors differ in their role in private and pub-
lic demand, factor intensities, use of intermediate inputs, and degree of nominal
rigidity. The government finances exogenous streams of sectoral purchases with
lump-sum taxes. Absent knowledge spillovers, the model nests the workhorse
multi-sector fiscal-policy economy (Bouakez et al., 2023, 2025; Cox et al., 2024).

The new ingredient is the innovation block. Each sector has a stock of knowl-
edge that enters production as a Hicks-neutral productivity term and accumulates
through R&D (i.e., research labor). Crucially, the productivity of a sector’s R&D
depends not only on its own research effort, but also on the knowledge of the
sectors it cites, with weights given by the innovation network: knowledge accu-
mulated in a sector makes R&D more productive in its citers. Spillovers are not
automatic, however. Absorbing external knowledge requires adoption capability,
which producers derive from their own knowledge stock.

We then characterize analytically a tractable version of the model to clarify
the economic mechanisms. A government spending shock raises demand for the
targeted sector’s output, and with it the value of its knowledge. Producers re-
spond by hiring more research labor, which expands sector’s knowledge. That

stock enters the R&D technology of the citing sectors, lowering their effective

1Our estimate is in line with the firm-level evidence on government demand and corporate R&D (Licht-
enberg, 1988; Slavtchev and Wiederhold, 2016; Cioaca, 2025; Belenzon and Cioaca, 2026).



marginal cost of producing ideas: they too expand R&D, and—as their own
knowledge grows—the shock keeps propagating along the innovation network.
The responses of sectoral R&D and GDP inherit exactly this structure: a direct
own effect plus an indirect network effect governed by the Leontief inverse of the
citation matrix, which compounds knowledge spillovers along any citation chain.

We derive the idea multiplier as the difference in a sector’s spending multiplier
with respect to a counterfactual economy in which each sector’s research builds
only on its own knowledge. This comparison isolates the contribution of cross-
sectoral spillovers via the citation matrix. The idea multiplier increases with the
upstreamness of the targeted sector: the more upstream the sector, the further
the knowledge created by the shock cascades along the innovation network.

The model is calibrated to U.S. data. Demand shares, factor intensities,
and input-output linkages come from the Input-Output tables of the U.S. Bu-
reau of Economic Analysis (BEA); and the innovation network is the empirical
patent-citation matrix. To tie the model to the data, we discipline the parameter
governing adoption by matching the estimated own response of private R&D at
the two-year horizon. Although this is the only targeted moment, the model
replicates the progressive build-up of the own response, and matches the mag-
nitude and build-up of the upstream channel, all of which is untargeted. This
exercise validates the model as an ideal laboratory to study the transmission of
government spending in innovation networks.

The model delivers highly heterogeneous sectoral-spending multipliers: a dol-
lar of government spending moves GDP by between —0.14 and 2.23 depending
on the targeted sector. Multipliers are largest when spending targets the knowl-
edge hubs: computers/electronics (2.23), publishing/software (1.37), and chem-
icals/pharmaceuticals (1.16). Relative to the economy without R&D, the inno-
vation block compresses most of the distribution, stretches its top, and reorders
the ranking: the largest multipliers no longer accrue to the sectors favored by
demand composition and nominal rigidities. The heterogeneous citation matrix
generates virtually all of this dispersion.

We then derive the idea multiplier: while small for most industries, it exceeds
fifteen cents in five innovation-upstream industries, reaching 1.86 for computers
and electronics. For this industry, the innovation networks explains more than
80% of the size of its multiplier. The idea multiplier accounts for 52% of the cross-
sectional variance of sectoral-spending multipliers, as much as demand composi-

tion, factor intensities, input-output linkages, and nominal rigidities combined.



We confirm these results in several model extensions, including sticky wages,
an investment network (vom Lehn and Winberry, 2022), and a two-agent econ-
omy with realistic intertemporal marginal propensity to consume (iMPC; Fagereng
et al., 2021) and marginal propensity to earn (MPE; Auclert et al., 2023).

This paper builds on the work on the effects of government spending across
sectors (Acemoglu et al., 2016a; Cox et al., 2024; Bouakez et al., 2023, 2025; Flynn
et al., 2026; Peri et al., 2026; Basso et al., 2026), highlighting how sectoral het-
erogeneity and input-output linkages shape the transmission of fiscal policy. We
add a novel margin: the innovation network. Embedding an endogenous-growth
block in the tradition of Comin and Gertler (2006) and Anzoategui et al. (2019)
into a multi-sector New Keynesian economy, we show that government spending
propagates across sectors not only through the demand for intermediate inputs,
but also through the knowledge that it induces the recipient sectors to create.

Our paper connects to the literature on knowledge spillovers and innovation
networks (Bloom et al., 2013; Acemoglu et al., 2016b; Cai et al., 2022; Liu and
Ma, 2026), which documents that ideas flow across industries, and studies their
implications for long-run growth and the allocation of R&D. Our contribution is

to bring the innovation network into the analysis of government spending.

2 Empirical Evidence
This section shows that public spending affects private R&D both directly and

indirectly through the innovation network: a government spending shock to a sec-
tor raises not only its own R&D, but also that of the industries citing its patents.

Throughout, we focus only on the purchases of goods and services from pri-
vate sectors that flow into defense consumption expenditures, and exclude defense

investment expenditures, such as public R&D outlays.

2.1 Data

We build a sector-year panel from 1997 to 2024 on 66 private U.S. industries, a
level of disaggregation that corresponds to the three-digit NAICS classification.

We use data on sectoral real value added, together with national data on de-
fense expenditures and real GDP. We measure defense spending across sectors
from the Use table, which gives sectors’ contribution to defense expenditures, de-
flated with the sectoral gross output price index. All these data are from the BEA.

Sectoral private R&D is constructed from Compustat. We map each firm to a
sector by bridging any historical industry code (SIC or NAICS) to NAICS 2017.

Whenever a single code corresponds to multiple BEA sectors, we use proportional



allocation: each firm-year observation is distributed across all candidate sectors
with weights summing to one. The procedure assigns a sector to all 527,642 firm-
year observations covering 40,752 unique firms over 1950-2025. Nominal R&D
expenditures are deflated using the sectoral gross output price index.

To capture knowledge flows across sectors, we build the innovation network
from patent citation data, in the spirit of Liu and Ma (2026). First, we match all
U.S. Patent and Trademark Office (USPTO) patents to Compustat firms by com-
bining the patent—firm crosswalks of Kogan et al. (2017) and Dyevre and Seager
(2023): this yields 4,124,209 unique utility patents linked to 12,320 Compustat
firms over 1949-2024. Second, we assign each (patent, firm) pair to a sector using
the same concordance chain and proportional allocation applied to R&D. Third,
we count patent-to-patent citations from the USPTO PatentsView file across sec-
tor pairs, dating each citation by the application year of the citing patent and
weighting it by the proportional weights of the citing and cited patents, so that
each citation contributes a total mass of one split across the relevant sector pairs.
We exclude within-sector citations, so that the network captures only cross-sector

knowledge flows, and row-normalize the citation matrix:

Cit..,
p— —’ 2 p— 1 1
R ST Z# WAsat = 5 (1)

where C't, ;. is the citations from patents of sector s to patents of sector x in
year t, and wa s, 1 sector x’s share of sector s’s citations.

Our baseline innovation network, wa s.,, averages the yearly matrices over
the window %y, 1976-1996 , a window that predates our sample and is therefore
predetermined with respect to the fiscal shocks and R&D outcomes we study.

The innovation network is dominated by a handful of knowledge hubs: com-
puters/electronics, chemicals/pharmaceuticals, machinery, publishing/software,
and miscellaneous manufacturing.? These are the sectors whose patents are the
most cited, directly and indirectly, by the rest of the economy.

The innovation network sharply differs from the production network, which we
measure from the BEA Input-Output Use tables over 1997-2001, the first years
of the sample: each entry gives the share of a supplying sector in a purchasing
sector’s intermediate-input basket. The two networks encode different economic
linkages across the same industries: they are uncorrelated, and the same holds for

their degree of upstreamness. Table 1 makes the point concrete: the five knowl-

2Machinery includes semiconductor manufacturing equipment, and miscellaneous manufacturing consists
mostly of medical equipment.



Table 1: Innovation versus Production Network.

Upstreamness rank

Innovation network Production network

Computers/Electronics 1 29
Chemicals/Pharmaceuticals 2 55
Machinery 3 23
Publishing/Software 4 50
Miscellaneous Manufacturing 5 16

Note: The five most upstream industries of the innovation network, and their up-
streamness rank in the production network, among the 66 BEA industries.

edge hubs spread widely across the production-network upstreamness ranking.

2.2 Econometric Specification
We estimate the dynamic response of R&D to government spending, and its
cross-sectoral propagation through the innovation network, with a panel IV local-

projection regression in the spirit of Jorda (2005). The baseline specification is

RDS - RDS - Gs _ GS —
7,5.5-;1/ -1 _ agh) + 515}1) + ﬁ(h)’t}/—’tl =+ ... (2)
s,t—1 s,it—1
own effect
x, - Gﬂf,‘t 1 /
"‘/7 ZwAszvto Y +Z t¢ +€st7
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innovation-network indirect effect
where RD,, denotes real private R&D expenditures in sector s at year ¢, Y, is
real sectoral value added, and G, is real defense purchases from sector s.

The dependent variable is the h-year-ahead change in real private R&D in sec-
tor s. The first treatment is the one-year change in real public spending in sector
s, the (direct) own effect. The second, as in Acemoglu et al. (2016a) and Liu and
Ma (2026), aggregates spending changes of the sectors cited by sector s with the
citation shares w4 s .+, of Equation (1), the (indirect) innovation-network effect.
The treatments are scaled by lagged sectoral value added Y ;.

The controls Zg, collect three lags of sectoral R&D, the sectoral own and
innovation-network treatments, and sectoral value-added growth, so as to cap-
ture the persistence of sectoral innovation and defense procurement, as well as
sector-specific business-cycle conditions.? The regression includes sector and year

fixed effects, o and 5§h), that absorb fixed unobserved heterogeneity across in-

3Appendix A.7 augments the control set with additional sectoral controls: employment growth, federal
non-defense purchases, and investment growth.



dustries as well as common time-varying unobserved factors, such as the monetary
policy stance.? We estimate regression (2) separately for each horizon h = 0,1, 2,
and two-way cluster standard errors at the sector and year levels.

The own coefficient 3™ measures the h-year-ahead response of sector s’s R&D
to a one-dollar increase in the defense spending it receives in the impact period;
the indirect coefficient 4® measures the analogous response to a one-dollar in-

> Crucially,

crease in the spending received by sector s’s knowledge suppliers.
these coefficients capture the response of a given sector relative to the others, as
is standard in cross-sectional designs (Nakamura and Steinsson, 2014; Chodorow-
Reich, 2019): the year fixed effects 5§") absorb every force common to all sectors.®
The own and indirect effects in Equation (2) are, however, likely to be endoge-
nous: the allocation of federal defense purchases across sectors may itself respond
to sectoral R&D dynamics or industry business-cycle conditions. To address this
concern, we follow an identification strategy that leverages instrumental vari-
ables, in the spirit of the shift-share designs of Ramey (2018) and Nakamura and
Steinsson (2014). The idea is to isolate the variation in sectoral defense spending
that is driven by aggregate, sector-neutral shifts in federal defense procurement,
interacted with each sector’s predetermined exposure to defense spending.
Specifically, we instrument the own treatment with the shift-share variable”
i G- G 5
> G Yia

shareg shifty

v _
Gs,t -

The share is the ratio of sector s’s nominal defense purchases, G}, to aggre-

nom
x,t

gate purchases, »  G29". We evaluate this ratio at the base period ¢, the first

4Appendix A.3 considers more granular fixed effects: industry-groupxyear effects, built by partition-
ing the 66 industries into five macro-sector groups, which absorb group-specific business cycles; and
upstreamness-tercile xyear effects, built by sorting industries into terciles of citation upstreamness, which
absorb shocks common to the innovation-upstream sectors.

5These coefficients do not map into fiscal multipliers. For instance, the treatment is the one-period change
in spending, but defense procurement is persistent: the same shock that raises a sector’s spending by one
dollar on impact also raises it in the following years, so the h-year-ahead R&D response reflects the entire
spending path set in motion by the shock, not the impact dollar alone. When interpreting the estimates,
we therefore convert them into per-dollar effects in three steps: (i) computing the cumulative response of
annual R&D; (ii) computing the cumulative spending response; (iii) dividing the former by the latter.

6In the quantitative analysis we replicate the same regression on data simulated from the model. Once
the model is consistent with this cross-sectional evidence, we use it to recover the general-equilibrium forces
that the cross-sectional estimates cannot identify (Nakamura and Steinsson, 2014; Basso and Rachedi, 2021).

"Donaldson (2026) shows that cross-sectional designs of this type fail to identify partial-equilibrium
elasticities when the exposure to the shock of interest is correlated with heterogeneous sensitivity to aggregate
variables that move in general equilibrium—most notably monetary policy. Appendix A.8 implements her
diagnostic test and shows that this concern does not threaten our estimates.



two years of the sample. The shift is the change in real aggregate defense ex-
penditures, Gy, scaled by lagged real aggregate GDP, Y; ;. For the measure of
public expenditures, we use the intermediate-input component of defense gross
output—the defense purchases of goods and services from the private sector.
We instrument the indirect treatment analogously, aggregating the sector-
specific instrument across the citation weights:
G =) WA, G (4)
as
The key identifying assumption is that high-exposure sectors would not have
experienced different R&D dynamics in years of large procurement changes, ab-
sent the induced change in their own purchases. The exclusion restriction is that
the instrument affects private R&D only through government purchases, and not
through other sector-specific channels correlated with sectors’ defense exposure,
such as differential demand trends, technology shocks, or political influence.®
We also control for other forms of cross-sectoral propagation, such as the
propagation via the production network emphasized by Acemoglu et al. (2016a)
and Bouakez et al. (2023, 2025). Since the two networks are essentially uncor-
related, the two channels are separately identified. Appendix A estimates the
own and upstream-innovation coefficients are estimated above and beyond alter-
native propagation channels, such as the downstream innovation network, and

the downstream and upstream input-output networks.

2.3 Results

Table 2 reports the baseline IV local-projection estimates of the own treatment
and of the upstream-innovation exposure at horizons h = 0,1, 2, with p-values
from standard errors two-way clustered at the sector and year levels in brackets.”
The own effect builds up progressively, reaching 0.992 at the two-year horizon,
where it is significant at the 5% level. This result confirms previous evidence on
the positive response of private R&D to government spending (Lichtenberg, 1988;
Slavtchev and Wiederhold, 2016; Cioaca, 2025; Belenzon and Cioaca, 2026).
The novel result is the upstream propagation of public spending through the

innovation network: R&D rises not only in the sector that receives the spending,

8 Appendix A.2 supports the instrumenting strategy with a series of placebo tests.

9Appendix A.4 considers alternative inference: clustering by year only—the shock-level convention that
Borusyak et al. (2022) recommend for shift-share designs with a single shifter; two-way clustering by defense-
exposure bin and year, implementing the exposure-correlation logic of Adao et al. (2019); and Driscoll and
Kraay (1998) standard errors, which allow for arbitrary cross-sectional correlation.



Table 2: Own Effect and the Upstream Innovation Channel

Dependent Variable: Private R&D

(1) (2) 3)
h=0 h=1 h=2
Own effect (B) 0.213 0.663* 0.992**
0.444]  [0.094]  [0.022]
Upstream innovation (y)  0.167 0.266* 0.280**
0.199] [0.075]  [0.031]

Sector & Year FE v v v
Observations 1,149 1,087 1,031
Kleibergen—Paap F 34.7 43.7 37.0

Note: IV local-projection estimates of Equation (2) across
66 U.S. industries, 1997-2024. The dependent variable is
the h-year-ahead change in real private R&D. All regres-
sions include sector and year fixed effects, and three lags
of sectoral R&D, the sectoral own and innovation-network
treatments, sectoral value-added growth. p-values from
two-way clustered standard errors in brackets. * and **:
significance at the 10% and 5% levels.
but also in the sectors that build on its ideas. The upstream innovation coefficient
displays the same build-up as the own effect—it is significant at the 10% level after
one year and at the 5% level at the two-year horizon, where it stabilizes at 0.280.
Thus, it amounts to roughly 30% of the magnitude of the own effect. Converted
into cumulative multipliers, each dollar of government purchases raises the recip-
ient sector’s annual R&D by about 25 cents at the two-year horizon,'® and each
dollar received by a sector’s knowledge suppliers raises its R&D by about 7 cents.
Appendix A reports the first-stage estimates and shows an extensive battery of
robustness checks: replacing the upstream innovation with the downstream inno-
vation or the downstream and upstream input-output treatments, none of which
delivers any positive propagation of R&D; controlling for the production-network
exposure, in either direction; controlling for heterogeneous exposure to monetary
policy; alternative definitions of the control set; and measuring the innovation
network over an earlier time window. The own and the upstream innovation
effects always remain positive, of similar magnitude, and statistically significant.
All in all, these results provide causal evidence that government spending
propagates across sectors through the upstream innovation network, from the

sectors that receive the spending to the sectors that build on their ideas.

0The own effect is roughly half of the firm-level estimates in Lichtenberg (1988), who finds that each
dollar of competitive federal procurement raises company-funded R&D by 54 cents, and Belenzon and Cioaca
(2026), who estimate a 47-cent response to each dollar of government R&D contracts.
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3 The Model

To quantify the propagation of fiscal policy through the innovation network, we
build a multi-sector New Keynesian model that captures both the short-run trans-
mission of fiscal policy and the medium-run propagation of knowledge spillovers.

The production side takes the form of a production network connecting S
industries, denoted by s € 1,...,5 and heterogeneous in demand composition,
factor intensities, intermediate-input use, and price rigidity. Crucially, each sec-
tor also operates R&D activities that accumulate a sector-specific stock of knowl-
edge, whose productivity is modulated by the knowledge of the sectors it cites, as
specified by the innovation network. Finally, the fiscal authority uses lump-sum
taxes to finance exogenous streams of sectoral government purchases.

We present the key parts of the model below; additional details and deriva-

tions are in Appendix B.

3.1 Household

The economy is populated by a representative household. Labor markets are
segmented at the sector and occupation level: the household supplies production
labor Np,, and research labor Ng s, to each sector s. The representative house-
hold chooses consumption C, the sectoral labor supplies, investment I;, capital

K1, and one-period risk-free nominal bonds B; to maximize lifetime utility:

1+77P 1+77R
Ps )t R s,t
, m B EOZﬁ log Cy — ZHPS _Z R81+77R (5)
Ch{NP,s,t}5:1’{NR,s,t}S:17It7Kt+1:Bt t=0 s=1
s.t. PtCt + P[’tlt + Bt +T1, =
S S
C= Z WpsiNpst + Z WhstNrst + Ri e[St + Ri—1Bi1 + Dy, (6)

s=1 s=1

where 3 is the discount factor, 0p s and 0 s are labor disutility shifts, and np and
ngr denote the inverse of the Frisch elasticity for production and research labor.

The budget constraint in Equation (6) posits that households purchase con-
sumption goods at price P, and investment goods at price P, invest in nominal
bonds, and pay a nominal lump-sum tax 7;. Households finance expenditures
with the proceeds of nominal bonds, whose interest rate is R;, nominal profits
rebated from firms, Dy, sectoral production and research labor income at the
nominal wages Wp,, and Wg s, and capital income at the nominal return Ry ;.

Physical capital depreciates at rate dx and evolves with investment as:

Kt+1 - (1 — 5K>Kt + It' (7)
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Capital services reallocate across sectors, albeit imperfectly. Aggregate capital

services are a CES basket of sectoral capital flows K :

YK
uK+1] v+l
)

S 1
— E YK YK
Kt — wK7S KS,t
s=1

where wg s is the weight of sector s, and v captures the elasticity of substitution

(8)

of capital services across industries. When v — oo capital is perfectly mobile

and sectoral returns are equalized; for finite vk, return differentials emerge.

3.2 Firms

Each sector hosts a continuum of monopolistically competitive producers, which
supply differentiated varieties subject to Rotemberg pricing frictions and un-
dertake R&D; a representative wholesaler, which aggregates the varieties into a
sectoral good; and retailers, which assemble the sectoral goods into the bundles
demanded by households for consumption and investment, and by producers as

intermediate inputs; the fiscal authority instead purchases sectoral goods directly.

3.2.1 Producers

Within each sector, a continuum of monopolistically competitive producers in-
dexed by i € [0, 1] produces differentiated varieties of the sectoral good. Each
producer combines production inputs and a producer-specific knowledge stock to

generate gross output with the Cobb-Douglas technology:
Z;,t = Ai,t (N;,s,t)aN7s (Ké,t)aK’S (H;"t)aH,s’ (9)

where Z;"t is gross output of producer 7 in sector s at time t, A;t is the producer’s
Ki

s,t)

knowledge stock, and Np and H!, denote production labor, capital, and

5,60
intermediate inputs, respectively. The sector-specific parameters an s, ks, Qs
denote the intensities of production labor, capital, and intermediates in gross
output. We impose that ay s + ax s +ops = 1.

In addition to production, each producer undertakes R&D activity that ac-
cumulates its knowledge stock. Producer ¢ hires research labor, N}é’s’t, at the
sectoral wage Wg s, and new knowledge is generated according to:

ALy
[T, A

where A, ; = fol A;yt d7 denotes the sectoral aggregate knowledge stock in sector x.

K

s
i i iAs WA, s,z
As,t+1 =(1- 5A)As,t +X NR,s,t H Ax,? ) (10)

r=1

Knowledge evolves as a function of four components. The first is the undepre-

ciated part of the existing stock, (1 — d4) Ay ;, where d4 is the rate of knowledge

12



obsolescence. The second, XN};LQ‘}, is the contribution of current R&D activity:
x pins down R&D efficiency, and Ay is the sector-specific elasticity of new knowl-
edge with respect to research labor. The third is the spillover bundle Hizl A;ft"s”‘,
which makes the productivity of sector s’s R&D depend on the knowledge stocks
of all sectors. The weights wy s ,, with 25:1 Wase = 1 for every s, are the en-

tries of the innovation network, which we collect in the matrix 24 = [was.|. The

. K
i
As,t

fourth component, |— A | captures the adoption of external knowledge:

x=1""x,t

producers benefit from the knowledge of other sectors only insofar as their own
stock gives them the capability to absorb it, at a rate governed by x € [0, 1).
Equation (10) builds on the specification of Romer (1990) and Jones (1995),
in which research labor produces R&D against a stock-of-knowledge externality:
producers are atomistic with respect to the spillover bundle and take it as given—
the “standing-on-the-shoulders-of-giants” mechanism, whereby they benefit from
past knowledge accumulation without internalizing their contribution to it.
Producers purchase production labor, research labor, and capital services from
households at prices Wp,, Wr s, and Rk s, and intermediate inputs from re-
tailers at price Py ;. Each producer sets its nominal variety price Ps";t subject
to a quadratic price-adjustment friction a la Rotemberg (1982): changes in P;t
are penalized by a real resource cost proportional to the sector’s revenue, with
the sector-specific parameter 5 governing the intensity of nominal rigidities.
Specifically, given the household’s nominal stochastic discount factor A;;yq,
producer 7 in sector s chooses sequences of production inputs, research labor, and

prices to maximize the expected present value of profits:

. S, T S, T
) % %
{NPS t’NRs t’K& t’Ha t7

% 7 7 7 7
max ]Et § Ay T{P Zt ~WpeoNby . — R o K — P Hi | —

2

Vs [ Pl
_WRSTNRST - 2 (PZ _1> PS,TZS,T}7 (11)

s,T—1

subject to the technology (9), the knowledge law of motion (10), and the variety-
level demand schedule stemming from wholesalers” problem in the next section.
Henceforth we focus on the symmetric equilibrium, in which producers in a
sector make identical choices, and drop the variety index ¢ when not necessary.
The first-order condition for research labor equates its marginal cost to the
discounted shadow value of the knowledge it will deliver next period:
ALy
|

K

>\S w s,T
WR,s,t = X\ X E; [At,t+1Vs,t+1 NR st ' H A n ) (12)
x=1
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where V11 denotes the shadow value of an additional unit of producer’s knowl-

edge stock. The shadow value itself obeys the asset-value recursion:

X
Vit =05+ |(1 —04) + K 1 x Ei[Asei1Veisl, (13)
s,t
where X, ; = x N;%\?s,t [T, Aot [Ase/ TL A7) " denotes the flow of new ideas,

and O, is the marginal flow of profits—in terms of cost savings—accruing to a
unit of the producer’s knowledge at time ¢:

Zyi
A—&t.

where M (s, denotes the producer’s nominal marginal cost of production. Since

@s,t - MCS¢ (14)

knowledge raises output one-for-one, an additional unit of knowledge saves pro-
duction costs in proportion to the sector’s gross output valued at marginal cost,
spread over the existing stock. The term x X, ;/A,, governs adoption: an extra

unit of knowledge today raises the productivity of the producer’s future R&D.
3.2.2 Wholesalers

In each sector, a perfectly competitive representative wholesaler purchases the
varieties supplied by producers, Z§7t,
Zs with the CES technology:

1 . oe—1 E_Ll
Loy = {/ Z;,t ‘ di] ) (15)
0

where € > 1 is the elasticity of substitution across varieties within a sector.

and bundles them into the sectoral good

The goods produced by wholesalers are destined for consumption, investment,
government consumption, and intermediate-input use. The sectoral resource con-

straint, net of the real cost of price adjustment, reads:

v

S
Zs,t |:1 - ?8 (Ws,t - ]-)2:| - Cs,t + Is,t + Gs,t + Z Hs,z,t; (16)

z=1
where Py, is the sectoral price, msy = Ps;/Ps;—1 is gross sectoral inflation, Cs,
and I, denote the demand of sector s goods from consumption and investment
retailers, G, is the demand from the fiscal authority, and Hj,, corresponds to
the demand of sector s goods from the retailer that assembles the intermediate

inputs used by producers in sector x.

3.3 Retailers

A perfectly competitive representative consumption retailer bundles the sectoral

consumption flows, Cy,, into the consumption good, C}, with the technology:

14



S
Cy = H C:tc’i (17)
s=1

where we s is the share of private consumption expenditures on the consumption
goods of sector s, such that 25:1 wes = 1.
Analogously, the investment retailer assembles the sectoral investment flows,

I,,, into the final investment good, I;, with the technology:

S
=TT (19)
s=1

with investment expenditure shares wy s summing to one.

Intermediate inputs are assembled in the same fashion, the only difference
being that there is one retailer for each sector. In each sector s, a perfectly com-
petitive representative retailer assembles sectoral goods, H, s, into the bundle

of intermediate inputs used by sector s producers, H,, with the technology:
s
Hs,t = H H;),ZI,;Ia (19)
r=1

where wy s, with Zle wp sz = 1 for every s, is the contribution of sector = to
the intermediate-input bundle used by producers in sector s; these weights form

the entries of the Input-Output matrix.

3.4 Government

The government consists of a monetary authority and a fiscal authority. The
former sets the nominal interest rate R; with a standard Taylor rule that reacts to
aggregate CPI inflation, m, = P,/ P, 1, and the output gap, Y;/ th , defined as the
ratio between aggregate real GDP, Y;, and that in the flexible-price economy, Y;f :

1_¢r
& _ Rt—l r 7T¢Tr £ fo
R* R* t Y;f

, (20)
where R* is the level of the nominal interest rate along the balanced growth path
(BGP)," and ¢,, ¢, and ¢, govern the degree of interest-rate inertia and the

responsiveness to inflation and the output gap, respectively.

The fiscal authority purchases the sectoral goods, G, from wholesalers. This

flow is determined by a sequence of autoregressive processes:

UThroughout, we refer to X; as the value of variable X; along the BGP.
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G Gt
log( f) =p 10g< o 1) + &5t (21)
st s,t—1

where p is the persistence of the AR(1), and ¢, is a sector-specific shock.'?
The fiscal authority finances public purchases with lump-sum taxes, T}, so

that the public budget constraint reads:
s
Z Ps,th,t = n (22)
s=1

3.5 Closing the model

Sectoral nominal value added, ) ,, is the value of gross output net of intermediate-
input purchases,
ys7t = Ps,tZs,t - PH,s,tHs,t- (23)

Summing across sectors and using market clearing delivers nominal GDP, );:
Vi =PCy+ Prid + Z PGy (24)

GDP is defined as the sum of consumption, investment, and public spending

valued at their BGP prices (relative to the BGP consumption price):

Pf, P
Y, = G+ =54+ ) =2 Gy (25)
B —~ P,

We report in Appendix B.5 the market clearing conditions and the aggrega-
tion of sectoral quantities into aggregate GDP. Importantly, the model features
an exact balanced growth path, sustained by the endogenous accumulation of

knowledge. Appendix B.6 derives the balanced-growth conditions in detail.

4 Analytical Results

We characterize analytically the sectoral-spending multiplier—the response of
aggregate GDP to a sectoral government spending shock—and the idea multi-
plier, its innovation-network component. We do so in a stripped-down economy
in which the innovation network is the only source of heterogeneity: sectors differ
solely in where they sit in the network of knowledge flows. Section 4.1 presents

the framework and its mapping into the full model; Sections 4.2-4.5 build from

12Sectoral government spending evolves around its BGP value G% . We define the latter implicitly as
Pr,GY = wa,spc i, where Vi is nominal aggregate GDP at BGP, ¢ is the share of aggregate nominal
government spending as a fraction of nominal GDP at BGP, and wg s captures the fraction of nominal
government spending in sector s over total government spending, such that Ele wa,s = 1.
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the log-linearized equilibrium up to the sectoral-spending multiplier; Section 4.6
derives the idea multiplier.

Throughout, we state the propositions in matrix form for an arbitrary number
of sectors S. To make the economic mechanism transparent, each result is accom-
panied by an explicit two-sector example. All proofs are relegated to Appendix C.

To fix notation, throughout the analytical block, hats denote log-deviations
from the deterministic steady state, and bold letters collect the corresponding
sectoral vectors. Thus, for any sectoral variable X ;, we write )A(s,t = log(X,+/Xs)
and X, = ()A(Lt, . ,Xs7t),.

4.1 Tractable Framework

The analytical economy is obtained from the full quantitative model by imposing

the following restrictions:

(i) No physical capital and no intermediate inputs: ans =1, axs =0, ags =0
for every s, so that output is assembled only with labor and knowledge:
Z.,= Al Np,,. Thus, the production-network matrix plays no role.

(i) Indivisible labor: U (Cy, Npy, Npyt) = log Ct—0pNp,—0rNgs. Asin Hansen
(1985) and Rogerson (1988), this delivers a perfectly elastic labor supply,
so that—mnormalizing 0p = Or—wages are equalized across sectors and oc-
cupations in equilibrium, Wp; = Wg o, = Wi.

(iii) Flexible prices: s = 0 for every s, so producers price at a constant flexible
markup pu = €/(e — 1) over marginal cost.

(iv) Homogeneous final-demand shares: we s = wg,s = 1/ for every s, so that all
sectors contribute equally to private consumption and government spending.

(v) Homogeneous REID elasticity: A\s = X for every s, so that the elasticity of
new knowledge with respect to research labor is symmetric across sectors.

(vi) 4.i.d. government spending shocks: p = 0, so that the date-0 shock vector
Go = C;'s,D E, targets a single sector s and returns to steady state thereafter,
with E; denoting the s-th column of the identity matrix.

(vii) Contemporaneous RED implementation:
¢

(Ai,t—l) " )

S

WA s,z
H A:p,tfl

r=1

Ai,t = (1 - 5A)Ai,t—1 + XNIA%,s,t

so R&D raises the knowledge stock available within the same period.'3

13This timing departs from the law of motion of Equation (10) because the i.i.d. shock would leave the
forward-looking shadow value V; ;41 at its steady-state value, generating no R&D response.
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(viii) FElasticity to knowledge spillovers: the spillover elasticity is ¢ € (0,1—A—k),
so that A+(+~ < 1: the semi-endogenous restriction of Jones (1995), which

delivers a stationary steady state.

In deriving the equilibrium, we take each period’s consumption basket as
the numeraire, deflating all date-t nominal variables by the date-t consump-
tion price index: ¢s; = Ps;/FPc+ denotes the relative price of the sector-s good,
wy = W,/ Pg, the real wage, and vg, = Vi, /Pc, the real value of knowledge.

Despite the heterogeneity of the innovation network, the deterministic steady

state of the analytical economy is sector-symmetric:**
Ay=A, Nrs=Np, Z,=27, Gs=4q, v,=10 forevery s. (26)

The homogeneity of the steady state bears two implications: (i) the Hulten
(1978)-Domar (1961) sectoral sales weights equal us = 1/5, and (ii) the share
of government spending in each sector’s revenue (i.e., the sector’s contribution
to total government spending divided by its contribution to GDP) collapses to a

sector-invariant constant £, with private-consumption complement ¢ = 1 —¢9.

4.2 Log-Linearized Equilibrium

Two static identities follow directly from the simplifications. First, indivisible

labor makes aggregate real consumption move one-for-one with the real wage:
Ot = ?I)t. (27)

Second, constant markup over labor-only marginal cost makes each sectoral price

the ratio of wage to sectoral productivity:

~

Gsg = Wy — Asy. (28)

A higher wage raises the sectoral price; a higher productivity lowers it.
Sectoral consumption. Without investment and intermediates, the sectoral
resource constraint reduces to Y, ; = Z5; = Cs+ + G5 Throughout, we treat Gsi

as exogenous. Sectoral consumption moves one-for-one with sectoral knowledge:
Cs,t - As,t~ (29)

Cobb-Douglas demand with homogeneous shares allocates spending equally across
sectors, i.e. Cyy = Cy — Gsy. Substituting using Equations (27)-(28) yields (29).
Real wage. The Cobb-Douglas consumption price index implies ], qiés =1/S

14While heterogeneity in the innovation network would in principle break sector symmetry of the steady
state, Appendix C.1 shows that the contribution of the knowledge spillover at steady state cancels exactly
between the R&D first-order condition and the knowledge law of motion.

18



at all times, so that in log deviations ¢ > s = 0. Substituting (28) and rear-

ranging makes the real wage equal to the average sectoral knowledge:
s
UAJt = % Z ASJ = % 1TAt. (30)
s=1

Sectoral real value added. Real sectoral value added is the share-weighted av-

erage of real components, }Afs,t =¢¢ C*s,t+§G @s’t. Substituting Equation (29) gives
Ys,t = fc As,t + fG Gs,t- (31)

Sectoral GDP increases with sectoral knowledge and sectoral public consumption.
Shadow value of knowledge. The wage-deflated shadow value of sectoral
knowledge, 05, = 054 — Wy, drives sectoral R&D incentives. Log-linearizing the

asset-value recursion of Equation (13) around the symmetric steady state gives

ﬁs,t = (1 - BH)fG C?s,t - (1 - BH)(l + gG) As,t + ...
R /BKV (As,t - As,t—l) + BK Etﬁs,t-‘rl? (32)

where 3, = (1 —da(1— /<;)) is the obsolescence- and adoption-adjusted discount
factor, which reduces to B = (1 — d4) in the pure-network benchmark x = 0.

The shadow value of knowledge depends on four components. The first,
(1-— Bﬁ)fG és,t, is positive and captures market size: a public-spending shock
raises the volume of output the firm sells, so the cost saving each unit of knowl-
edge generates applies to a larger base. The second, —(1 — £,)(1 + £9) ASJ,
is negative and captures saturation: a larger existing stock spreads the same
sectoral revenue across more units of knowledge, eroding the marginal value of
new ones. The third, the momentum term B/ﬁ(fl&t — 12137,5_1), is positive and
arises from internalized adoption: the value of knowledge rises when the sector’s
stock is growing, because fresh knowledge feeds the producer’s own future idea
production. The fourth is the continuation value, discounted at B,i.

Adoption offsets saturation on two margins. It makes knowledge a longer-
lived asset (B,.i > B), shrinking the weight of current flows in the asset value;
and the momentum term enters with the opposite sign of saturation. Equating
the momentum loading B« to the saturation loading (1 — f,)(1 4 £%) delivers an

adoption level at which the two forces offset exactly, which we now impose.

Assumption 1 (Saturation-neutral adoption). The adoption elasticity equals
. (1=p+poa)(1+9)
K* = e ,
BI1+0a(1+£9)]

at which adoption offsets the saturation channel in the value of knowledge (32).
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Under Assumption 1, the net loading of the shadow value on the current own
stock is zero. Although a residual term in the lagged own stock survives, we ab-
stract from it from now on: Appendix C.3 works out the full derivations retaining
the term, and shows that our analytical result also go through in that case.
Sectoral research labor. R&D firms hire research labor up to the point where
its marginal cost—the real wage—equals its marginal benefit, the marginal prod-
uct of research labor times the asset value of new knowledge. Log-linearizing and
substituting vs¢ = ¥s; + Wy, the wage on the marginal-cost side cancels against
the wage embedded in the asset value, leaving the wage-deflated shadow value

and the cross-sectoral knowledge bundle as the drivers of research labor:
s

ﬁsﬂf +M Z wfl,s,x"zl%t—h wfl,s,ac = (1 - IC%) WA,s,x +k [I]S,r> (33)

r=1

1

NR,s,t - 1—\

where [/];, denotes the (s,z) entry of the identity matrix, equal to one if s = x
and zero otherwise, M = ((+x)/(1—\) is the total knowledge-feedback discount,
and the mixing weight £ = x/(¢ + k) is the share of the internalized own stock
in total knowledge feedback. Thus, research labor responds to the shadow value
of sectoral knowledge and to the adoption-adjusted knowledge bundle: citation-
network spillovers from the sectors that s builds on, with weight 1 — &, plus the
internalized own stock, with weight £.

Knowledge law of motion. Substituting the R&D first-order condition of
Equation (33) into the knowledge-accumulation equation of simplification (viii)

delivers a first-order vector recursion for the sectoral knowledge vector:
At = TAt—l + w{[t. (34)

The matrix T = (1—04)/+3d4 M Q4 is the discounted knowledge-propagation ma-
trix: sectoral knowledge depreciates at rate d4 and is replenished by R&D, with
one-step feedback weighted by MQ5——citation spillovers carrying weight 1 — &

and internalized own-stock adoption adding & to the diagonal. The forcing vector

\775 = (Vg - - ,657t)T collects the sectoral wage-deflated shadow values, and the
coefficient w = ff_‘—:\\ is the value-to-knowledge pass-through: a 1% rise in 0, raises

sectoral knowledge As,t by w percentage points before network propagation.
Closing the model. Under Assumption 1, and abstracting from the residual

lagged term, Equation (32) reduces to
i}s,t == (1 - B/{)&G és,t + Bn ]Etﬁs,tJrl : (35)

the value of knowledge responds only to the sector’s fiscal shock and to its own
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expected continuation. Appendix C.2 shows that the propagation of knowledge
across sectors is governed by the Leontief inverse of the innovation network:
La=(1— M)~ =) M Q)" (36)
k>0
The entry [L£4]s. measures the cumulative reliance of sector s on the knowledge
produced in sector x: a one-percent rise in A, ultimately lifts the productivity
of R&D in s by [L4]s . percent, summing direct citations and indirect chains of
any length. Adoption enters only through the adjusted network 2%, which com-
bines the citation links, with weight 1 — £, and the internalized own-stock loop,
with weight &; in the product M the citation links retain their total loading
¢/(1 = \), so cross-sector propagation operates at full strength.
We summarize sector x’s position in the innovation network with its upstream-

ness,
s

Z/{x = 1T£A Ex = Z['CA]S,Qh (37)

s=1
the column sum of £ 4: the total weight with which the knowledge produced in
sector x reaches the rest of the economy, adding up direct and indirect citations.
A sector with a high U, is upstream in the innovation network: many other sec-
tors build on its knowledge, either directly or through chains of indirect citations.

The cumulative knowledge response to a sectoral public-spending shock is

A, = AT L4 Gy, (38)
t=0
where I' = % is the impact pass-through: a one-percent real public-spending

shock at sector s raises its research labor by I' percent on impact.'®

4.3 The Response of Sectoral R&D

This section characterizes the cumulative response of R&D expenditure—defined
as the research wage bill in consumption units, Nrs; = w;Ngs,—to a gov-
ernment spending shock. We decompose the response into three transparent
components: a direct own effect, present only in the shocked sector, generated
by the spending it receives; an indirect innovation-network effect, which travels
along the citation matrix so that a sector’s R&D reacts to public spending in

any other sector it cites; and a common wage-bill effect that affects all sectors

15The impact pass-through coefficient combines the market-size channel loading (1 — BH)§G with the R&D-
leverage scale 1/(1 — A) from the first-order condition in Equation (33).
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uniformly. Intuitively, knowledge expansions raise the real wage that all R&D
firms in any industry must pay, inflating the research wage bill.

A two-sector example. To build intuition before stating the proposition, con-
sider a stylized two-sector economy, which we use as a running example through-

out, in which sector 1 is fully upstream and sector 2 fully downstream:
warr =1, wa12=0, waz1=1wa22=0. (39)

Both sectors cite sector 1, while no sector cites sector 2.'® The Leontief inverse

of the innovation network and its column sums are then

1L
M—(ﬂ 1), Uy =B Yy =1 (40)
1-M

Consider a shock CA?LO in the upstream sector 1. Using Equation (38), we can

pin down the sectoral knowledge responses as
S A= A Y Ay = G, (41)
t t

Although the shock hits sector 1, knowledge expands in both industries: sector

2 benefits indirectly because its R&D builds on sector 1’s ideas.

_ A 1+M A
- 9 1_MG1,0a

with the cumulated first-order condition (33), in which 33,91, = (1 — 3)é9G1,
and ), Uy = 0, delivers the sectoral R&D response:

Combining the wage response implied by Equation (30), ), w;

00
~ A ACM A1+ M A
ZNR,I,t =T Gl,O + T as Gl,O + = Gl,Oa
- L 1—- M 21-M "
t= own effect ) %/_/ N~
innovation-network effect wage-bill effect
i I o 4+ ACM. N AL+ M
R2t — 1,0 a 1,0 -
e 1—M " 2 1—-M "
t=0 own effect N————’ N -~ <
innovation-network effect wage-bill effect

Thus, a shock to the upstream sector increases R&D expenditures in the down-
stream sector via the innovation-network and the wage-bill effects. While the
wage-bill effect would always apply symmetrically across industries insofar as re-
search wages are equalized across sectors, the fact that the innovation-network
channel is also symmetric is an artifact of the extreme shape of the citation ma-
trix, in which a single sector is the sole knowledge supplier for both industries.
With a more general (and empirically relevant) citation matrix, the innovation-

network effect would also be heterogeneous.

16To keep the formulas transparent, we display the example for £ = 0 and disregard the saturation term.
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By contrast, a downstream shock, @270, in sector 2 generates an own-sector
R&D incentive at sector 2 (the demand shock raises the value of sector 2’s knowl-
edge), but no knowledge accumulation in sector 1 since sector 1 does not cite
sector 2. There is therefore no innovation-network effect in either direction, and

the R&D responses collapse to

0
~ Al -
E Negic= 0, + 0 + —dC
R,1,t 2 2,0 >
t=0 own effect innovation-network effect S——
wage-bill effect
0
~ ~ A -
E Npor= I'Gap  + 0 + —Gao
——— ~ 2
t=0 own offect innovation-network effect S——

wage-bill effect
so that sector 2 reacts via its own direct effect and a common wage-bill effect,
while sector 1 reacts only via the wage-bill effect.
The proposition below generalizes this decomposition to any citation matrix,

with £,4 collecting the network channel.

Proposition 1. The cumulative response of sector s’s RED expenditures to a

A

sectoral government spending shock to sector x, G, s

~ TV TV S
—_——

own effect innovation-network effect

> A A A A
ZNR,s,t =T [[]s,x Gx,(l + 3\1—‘ ['CA - []s,x Gz,(l + — Z/{x GJJ,O . (42)
t=0

wage-bill effect

For a positive shock CAJ%O > 0, all three components are non-negative: the own
effect is strictly positive at the shocked sector and zero elsewhere; the innovation-
network effect is strictly positive at every sector connected to x through a directed

citation path in 24 and zero otherwise; and the wage-bill effect s always positive.

Proof. See Appendix C.5.1. O]

The proposition states that a spending shock that targets industry z propa-
gates to sector s’s R&D through the innovation-network channel if and only if a ci-
tation path runs from s to x. Sectors disconnected from z in the citation network

still see their R&D expenditures rise, but only through the wage-bill channel.
4.4 The Response of Sectoral GDP

This section characterizes the response of sectoral real GDP to a government
spending shock, and decomposes it into own and innovation-network effects.
A two-sector example. Continuing with the 2-sector upstream-downstream

network, we map the cumulative knowledge responses of Section 4.3 into sectoral
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real value added through Equation (31).

The sectoral GDP responses to a shock in upstream sector 1, GALO:

o . CXI'M .
oY=+ Gy + TG
t=0 of

own effect innovation-network effect
o EONTM 4
d Y= O T e
t=0 own effect

innovation-network effect
Relative to the responses of sectoral R&D, two differences arise. First, the own
effect bundles two distinct mechanisms, mapping onto the two components of the
real-GDP identity )A/s,t = fcfl&t —|—£GCA}S¢. The first is a mechanical public-demand
channel, SGél70: government spending in a sector raises its GDP. The second is a
private-demand channel, fc/\FCA}LO: the shock raises sector 1’s knowledge stock,
which lifts sectoral productivity and lowers the sectoral price; households respond
by consuming more of sector 1’s good.
Second, there is no common wage-bill effect.!” As a result, sectors discon-
nected from the shocked sector in the citation matrix see no response at all. In
other words, the only indirect effect operates via the innovation network.

The responses of sectoral GDP to a shock in downstream sector 2, @270, are:

oo
E Y= 0 + 0

1.t ~~~ ~~~ ’
t=0 own effect innovation-network effect
oo
Y Vo= (9 + €M) G + 0

2t £€ gv ) 2,(1 . ,
t=0 own effect innovation-network effect

The lack of the wage-bill effect implies that downstream shocks do not alter the
GDP of the upstream sector at all.

The proposition below generalizes this decomposition to any network.

Proposition 2. The cumulative response of sector s’s real value added to a sec-

toral government spending shock to sector x, G, 18

o0

~

Vi = (9 +€9ND) [[]s0 Guo + EOND (L4 — 1] Gao - (43)
=0 own‘gffect innovation-rzgtwork effect

For a positive shock éz,O > 0, both components are non-negative: the own effect is

I"R&D expenditures are a cost in consumption units, w;Ng s ¢: the real wage paid to research labor times
the labor input. When aggregate knowledge raises the real wage uniformly across sectors, R&D expenditures
rise with it through the wage component. Real sectoral GDP, Y, = Cs + G, is by contrast a quantity-side
measure that does not depend on the wage.
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strictly positive at the shocked sector and zero elsewhere; the innovation-network
effect is strictly positive at every sector connected to x through a directed citation

path in Q4 and zero otherwise.

Proof. See Appendix C.5.2. O]

4.5 The Response of Aggregate GDP

This section aggregates the sectoral GDP responses of Proposition 2 into the
sectoral-spending multiplier: the cumulative response of aggregate GDP per dol-
lar of government spending in sector .

A two-sector example. Aggregating the two-sector real GDP responses derived
above via the log-linearized identity ¥; = 3, (V./Y) Y., with Domar weights
Ys/Y = 1/2 in the homogeneous two-sector economy, the cumulative response of
aggregate GDP to a shock in the upstream and downstream sectors equals:

€9 EOND 14+ M -

{7+ 5 '1—M} 1,05

t

Mg

t=
(o]
t=

0
G c
Z}Aft = {%4—5 ;Pl é2,0-
0
The two responses share a common fiscal component, £¢/2: the mechanical con-
tribution of any sectoral shock to aggregate GDP is the same, because each sector
features the same Domar weight. The two responses also share a private-demand
channel, but its size depends on the position of the shocked sector in the inno-
vation network: a shock at sector 1 raises knowledge in both industries because
sector 2 cites sector 1, whereas a shock at sector 2 raises knowledge only at
sector 2, since sector 1 does not cite sector 2. As a result, the upstream shock
generates a strictly larger private-demand response than the downstream shock.
The difference between the two responses equals E“A\I' M /(1 — M), which can
be rewritten as (€ AT'/2)-(Uy —U,), exactly the upstreamness gap between the two
sectors. The proposition below shows that this connection between upstreamness

and the aggregate response generalizes to any innovation network.

Proposition 3. The cumulative response of aggregate real GDP to a government

~

spending shock to sector x, G, s

¢ 9 9ar
v, — |5
t {s LS

ux] Garo. (44)
t=0

The associated sectoral-spending multiplier—the cumulative GDP response per
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dollar of government spending, obtained by converting the log deviations of FEqua-

tion (44) into dollars with the steady-state spending share G, /Y = &% /S —equals
00 C

Mmz%inzl—i—%umz (45)

the direct fiscal component of the multiplier is one—each dollar of purchases adds

one dollar of GDP—and the innovation component is increasing in the upstream-

ness of the targeted sector. For any pair of sectors x,x’, the multiplier is larger

when government spending occurs in the sector with the higher upstreamness:

My > My = U, >Uy. (46)

Proof. See Appendix C.5.3. O
Thus, the cross-sectional ranking of sectoral-spending multipliers is governed

entirely by the position of the targeted sectors in the innovation network.

4.6 The Idea Multiplier

We now derive the idea multiplier: the component of the sectoral-spending mul-
tiplier that stems from cross-sectoral knowledge spillovers—as distinct from the
own-sector R&D incentive, which would arise even in the absence of an inno-
vation network. We do so by comparing the sectoral-spending multiplier in our
network economy with its counterpart in a counterfactual economy in which the
innovation network is diagonal: knowledge is still accumulated through R&D,
but each sector’s research builds only on its own stock, so ideas no longer spill

over across industries.

Definition 1 (Idea multiplier). Let M, denote the sectoral-spending multiplier
of Equation (45) in the network economy, and let M328 denote the same multi-
plier in the counterfactual economy obtained from the network economy by replac-
ing the innovation-network matriz 4 with its diagonal counterpart Qiiag =1,

holding all other parameters fixed. The idea multiplier of sector x is

Midea = M, — Mg, (47)
Proposition 4. The idea multiplier of sector x equals
c
idea 5 A ¥
Midea — e U, — uj, (48)
where
I 1
= _ E = 4
u S & Us 1-M (49)

26



denotes the average upstreamness of the innovation network across sectors. The
idea multiplier is positive if and only if the upstreamness of sector x is larger

than the average value in the economy:

Mide > 0 = U, > U. (50)

Proof. See Appendix C.5.4. ]

The idea multiplier is governed entirely by the upstreamness of the sector that
receives spending: the direct fiscal component £/S in Proposition 3 cancels in
the difference, leaving only the cross-sectoral innovation channel. The innovation
network thus amplifies the aggregate effects of government spending when the

targeted sector’s ideas feed the rest of the economy more than average.

5 Quantitative Results
We now take the full model of Section 3 to the data. We first present the cal-

ibration, showing how we leverage adoption to tie the model to the data, and
validate the calibration. We then use the model to quantify the sectoral-spending
multipliers, trace their heterogeneity to the innovation network, and measure the

idea multiplier.

5.1 Calibration
The model is calibrated to the U.S. economy at monthly frequency. The economy

features the same S = 66 industries as the empirical analysis of Section 2.

The household discount factor 5 = 0.9984 targets a 4% annual real interest
rate along the balanced growth path. We set np = nr = 1/2, so that the Frisch
elasticities of production and research labor are 2, in line with the aggregate
labor-supply elasticity of Erosa et al. (2016). The labor disutility levels are set so
that total steady-state production and research hours each equal 0.33. Capital
depreciates at a 10% annual rate, so that dx = 0.0087, and the capital mobility
elasticity is v = 1, as in Bouakez et al. (2025).

The parametrization of the Taylor rule follows Clarida et al. (2000): the
interest-rate smoothing is ¢, = 0.93, and the responses to inflation and the output
gap are ¢, = 1.5 and ¢, = 0.5/12. Government spending absorbs 20% of GDP in
steady state, and its AR(1) process has a persistence pg = 0.9916, corresponding
to 0.975 at quarterly frequency, in line with Kormilitsina and Zubairy (2018).

On the production side, the within-sector elasticity of substitution across va-

rieties is € = 4, implying a gross markup of 1.33, as in De Loecker et al. (2020).
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Factor intensities (s, @ s, pr s), the shares of private consumption, private in-
vestment, and government spending (we s, wr s, Wa.s), and the production-network
linkages wp s, come from the BEA Input-Output tables. The sectoral degrees of
price rigidity ¥ match the frequencies of price adjustment of Pasten et al. (2020).

Turning to the innovation block, the innovation network, w4 s ,, is the patent-
citation matrix described in Section 2.1. The R&D elasticities A, are pinned
down by sectoral R&D intensities, the ratio of sectoral R&D expenditures to
value added. Knowledge becomes obsolete at a 15% annual rate, 64 = 0.01345 at
the monthly frequency, in line with the BEA depreciation rates of R&D capital.
Finally, we posit that the economy grows along a balanced growth path at 2%
annually, and back out the R&D efficiency y = 0.0176 from this restriction.

To tie the model to the data, we discipline the adoption parameter k. We
simulate the calibrated economy under sectoral government spending shocks, ag-
gregate the simulated series into a sector-year panel with the same structure as
the data, and estimate on the simulated panel the same local-projection spec-
ification of Section 2.2. The estimation uses a single moment: we choose k so
that the own-sector response of private R&D at the two-year horizon equals the
estimated coefficient of 0.992 in Table 2, which yields kK = 0.62. We report the
estimates in Table 3, together with their empirical counterparts.

The adoption exponent controls the effective duration of knowledge as an
asset: a higher x makes the value of knowledge load more on the sector’s own
accumulated stock and less on the transitory demand shock, damping the own
R&D response and, at the same time, tilting R&D incentives toward the slow-
moving knowledge inherited through citations. A single parameter thus rotates
the model’s R&D response between the own and the upstream channel. To
confirm this effect, we consider three alternative parametrizations—no adop-
tion (k = 0), half the estimated value (k = 0.31), and one and a half times
it (k = 0.93)—reported in the last three columns of Table 3. As & rises, the own
effect falls monotonically while the upstream effect strengthens.

Although the estimation targets a single moment—the own effect at the two-
year horizon—the model replicates the progressive build-up of the own response,
and matches the magnitude and build-up of the upstream channel, all of which
is untargeted. In particular, the model upstream coefficient at the two-year hori-
zon is 95% of that estimated in the data. The build-up arises because the return
to R&D loads on knowledge stocks—own and cited—which take time to accu-

mulate. This validates the model as a laboratory to study the transmission of
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Table 3: Model versus Data.

Data  Model Model: counterfactual adoption
Kk = 0.62 k=0 x=0.31 k= 0.93
Panel A: Own effect

h=0 0.213 0.072 0.137 0.110 0.007

h=1 0.663 0.584 1.416 1.074 —0.257

h=2 0992 0.992 2.558 1.915 —0.586
Panel B: Upstream effect

h=0 0.167 0.008 —0.005 0.000 0.024

h=1 0.266 0.139 —0.033 0.033 0.332

h=2 0.280 0.266 —0.057 0.066 0.631

Note: Responses of private R&D to government spending at horizons of h
years, estimated with the local-projection specification of Section 2.2 on the
data (point estimates of Table 2) and on the model-simulated panel. fTargeted
moment: the adoption parameter x is chosen so that the model matches the
own effect at the two-year horizon. All remaining entries are untargeted. The
last three columns report the same statistics, computed with the identical
simulation and estimation steps, for economies that differ from the baseline
only in the adoption exponent.

government spending in innovation networks.

5.2 Sectoral-Spending Multipliers

We study sectoral government spending shocks: each experiment raises govern-
ment purchases of one industry’s output and traces the response of aggregate
real value added, computed as deviations around the balanced growth path of

the model. For each sector s, we compute the present-value cumulative multiplier

_ ZZO:O (r*>_h AYiin
> heo (r) " i—j: AGs,t-&-h’

where AY,;, and AGg 1y, denote, at horizon h after the spending shock in sector

(51)

S

s, the differences of aggregate real value added—as defined in Section 3.5—and
of real government purchases from their balanced-growth paths absent the shock,
discounted by the gross real interest rate along the BGP r*.

Panel A of Figure 1 reports the aggregate value-added multiplier associated
with government spending in each of the 66 industries. Three features stand
out. First, sectoral-spending multipliers are highly heterogeneous, ranging from
—0.14 to 2.23, with a mean of 0.54. Second, the upper tail is dominated by the

knowledge hubs of the innovation network: spending in computers/electronics
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Figure 1: Sectoral-Spending Multipliers.
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yields a multiplier of 2.23, followed by publishing/software at 1.37 and chemi-

cals/pharmaceuticals at 1.16. These are precisely the industries whose patents
tors, and the cross-sectional variation is generated by the innovation component,

results of Section 4: the fiscal component of the multiplier is common across sec-

which is increasing in the upstreamness of the targeted sector.

are most cited by the rest of the economy,

innovation network. Third
network upstreamness is 0.65,
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Note: Sectoral-spending multipliers: the long-run present-value cumulative response of aggregate
real value added to a government spending shock in each of the 66 BEA industries, discounted

at the BGP real interest rate.
heterogeneity is kept at its baseline value. The two panels share the same scale. In each panel,

stationary economy, in which the R&D block is shut down and every other source of sectoral
the three industries with the largest multipliers are highlighted.



Our model adds to the workhorse multi-sector fiscal framework of Bouakez
et al. (2023) an R&D block with heterogeneous R&D intensities and the innova-
tion network. Shutting down innovation altogether—holding every other source
of sectoral heterogeneity fixed—makes the model stationary and takes us back to
that economy, whose sectoral-spending multipliers we report in Panel B of Fig-
ure 1; the comparison isolates the overall contribution of the innovation block.

Without R&D, sectoral-spending multipliers range between —1.06 and 1.06.
The three largest multipliers no longer belong to the knowledge hubs of Panel A,
but to educational services (1.06), residential care (1.02), and ambulatory health
care (1.00)—downstream service sectors combining rigid prices with a high la-
bor share, the strongest transmitters of government spending in the multi-sector
fiscal literature (Bouakez et al., 2025, 2023). The innovation block therefore
changes not only the level of the multipliers, but also the identity of the sectors
that transmit fiscal policy the most: it compresses most industries into a narrow
positive band, while stretching the top of the distribution towards the sectors

that supply knowledge to the rest of the economy.

5.3 Inspecting the Mechanism

To isolate what drives the results of Panel A of Figure 1, we study a sequence of
increasingly rich economies, whose sectoral-spending multipliers are in Table 4.
We start from a fully homogeneous model, in which all sectors share identical
technologies, demand shares, price rigidities, and homogeneous input-output link-
ages, and feature no R&D: sectoral-spending multipliers are identical by construc-
tion, at 0.45. Adding a homogeneous R&D block—identical R&D intensities and
a homogeneous innovation network—raises the common multiplier to 0.51 but
generates no dispersion: endogenous innovation per se only marginally raises the
level of the multiplier. Allowing for the observed heterogeneity in sectoral R&D
intensities, while keeping the innovation network homogeneous, barely moves the
cross-section: multipliers range between 0.49 and 0.70. Replacing the homoge-
neous network with a roundabout network—each sector builds only on its own
knowledge—delivers a nearly identical cross-section, with a range of [0.49, 0.69].'

The heterogeneous citation network is the key driver: replacing the homo-

18The near-equivalence of the homogeneous and roundabout configurations is in line with our analytical
results. By Proposition 3, the sectoral-spending multiplier depends on the innovation network only through
the upstreamness of the targeted sector. Because both configurations treat all sectors symmetrically and the
citation matrix is row-stochastic, every sector’s upstreamness equals 1/(1— M) in both economies, delivering

the same multiplier sector by sector.
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Table 4: Inspecting the Mechanism.

Sectoral-spending multipliers

Homogeneous economy, no R&D [ ]
+ homogeneous R&D block [ ]
+ heterogeneous R&D intensities (homogeneous network) [0.49, 0.70]

+ roundabout innovation network [ ]
+ empirical innovation network [ ]

Note: Sectoral-spending multipliers across the sequence of economies of Section 5.3. All economies
feature homogeneous technologies, demand shares, and price rigidities, and homogeneous input-output
linkages.

geneous network with the empirical citation matrix amplifies the range of mul-
tipliers from [0.49, 0.70] to [0.54, 2.55]. The cross-section concentrates in the
knowledge hubs, which detach from the rest of the economy, and the ranking
lines up with citation upstreamness. Neither endogenous R&D per se, nor the
observed differences in R&D intensity, generate meaningful dispersion until the
empirical structure of knowledge flows is put in place.*”

To quantify the role of the innovation network in the full model, we split each
sectoral-spending multiplier into a targeted-sector component—the response of
the shocked sector’s own value added per dollar of spending—and a spillover
component—the contribution of all other sectors. We then compare both com-
ponents with those implied by an otherwise identical economy in which the em-
pirical citation matrix is replaced by a homogeneous network, wy s, = 1/5.%

This split maps directly into the decomposition of Proposition 2. The targeted-
sector component bundles the own effect—which involves no network objects—
with the innovation-network effect on the targeted sector itself. The spillover
component, by contrast, is pure innovation-network effect: the value added of
any non-targeted sector responds only through the citation paths that connect
it to the shocked sector. The analytics thus predict an asymmetric role for the
innovation network across the two components: in the targeted-sector compo-
nent, the network merely adds to the own effect, and thus plays a minor role;

the spillover component is instead entirely shaped by it. Replacing the empirical

19The production network plays a separate role. Appendix D isolates its contribution by re-solving the
baseline and the stationary economies with a homogeneous IO matrix: while the production network is
an important channel for the standard demand transmission of fiscal policy, it barely modulates the R&D
responses to fiscal shocks—confirming that it plays no confounding role in the empirical analysis of Section 2.

20The results of the exercise are virtually identical if the comparison is carried out against the round-
about innovation network (in which the citation matrix is replaced by the identity matrix) rather than the
homogeneous network.
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Note: Each panel scatters the 66 sectoral values of the sectoral-spending multipliers (Panel A) and
of their targeted-sector (Panel B) and spillover (Panel C) components in the baseline economy (ver-
tical axis) against the economy in which the empirical citation matrix is replaced by a homogeneous
network, w4 s, = 1/5, holding every other parameter fixed (horizontal axis). The targeted-sector
component is the response of the shocked sector’s own value added per dollar of spending; the

spillover component is the contribution of all other sectors. Dashed lines are 45-degree lines.

citation matrix with a homogeneous network should therefore barely move the
former, and fully reorganize the latter.

Figure 2 confirms the prediction. Each panel scatters the 66 sectoral val-
ues in the baseline economy against their homogeneous-network counterparts:
the total multipliers in Panel A, the targeted-sector components in Panel B,
and the spillover components in Panel C. The targeted-sector components sit
on the 45-degree line: their correlation across the two economies is 0.999. The
spillover components, by contrast, are completely reorganized (correlation 0.68),
and their reorganization accounts for the entire reshaping of the total multipliers
(correlation 0.67): the spillover component of computers/electronics jumps from
—0.71 to 1.24, that of publishing/software from —0.08 to 0.38, and that of chemi-
cals/pharmaceuticals from —0.27 to 0.23, lifting their total multipliers from 0.25,
0.90, and 0.66 to 2.23, 1.37, and 1.16.

5.4 The Idea Multiplier

The comparison between the baseline and its roundabout-network counterfactual
is precisely the quantitative counterpart of the idea multiplier of Definition 1: the
difference, sector by sector, between the sectoral-spending multiplier in the net-

work economy and in the economy in which the citation matrix is replaced by
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Idea Multiplier

Figure 3: The Idea Multiplier.

Note: Sectoral idea multipliers: for each of the 66 BEA industries, the difference between the
aggregate value-added multiplier in the baseline economy and the corresponding multiplier in
the counterfactual economy in which the innovation network is replaced by the identity matrix,
holding all other parameters fixed.

the identity matrix, holding all other parameters fixed. Figure 3 reports it.

The idea multiplier is positive in 65 of the 66 industries, yet it is negligible
for most of them: the average across all industries is 0.10, and it exceeds ten
cents in only 9 industries. Five industries, however, stand above 15 cents: com-
puters/electronics (1.86), publishing/software (0.65), chemicals/pharmaceuticals
(0.51), miscellaneous manufacturing (0.35), and other transportation equipment
(0.17). Four of the five are knowledge hubs of the citation network; machinery,
the remaining hub, sits just below the threshold, at 0.14. The concentration is
starkest at the top: the multiplier of computers/electronics is 0.37 in the round-
about economy and 2.23 in the baseline, so more than four-fifths of it flows
through the innovation network.

The idea multiplier is also quantitatively central to the dispersion of sectoral-
spending multipliers. Decomposing each baseline multiplier into its roundabout
component and its idea component, the idea multiplier accounts for 52% of the
cross-sectional variance of sectoral-spending multipliers; equivalently, shutting
down the innovation network halves the variance and shrinks the range of multi-
pliers from 2.4 to 0.9, cutting more than three-fifths of the overall spread. Cross-
sectoral knowledge spillovers are thus not a refinement at the margin: they are
the single largest source of heterogeneity in the effects of government spending
across industries, on par with all conventional sources—demand composition,

factor intensities, input-output linkages, and nominal rigidities—combined.
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5.5 Robustness

Appendix D shows that these results are robust to an extensive battery of alter-
native specifications: an economy with perfectly mobile labor across industries;
alternative Frisch elasticities of labor supply; sticky wages—for both labor types,
for production wages only, and for research wages only; an economy in which gov-
ernment consumption also employs public labor; an economy with sector-specific
capital stocks and an investment network; and a two-agent economy disciplined
by the micro evidence on intertemporal marginal propensities to consume and
the marginal propensity to earn. Across all these variants, the cross-sectoral het-
erogeneity (and in particular the dominance of innovation-upstream sectors) is

preserved throughout.

6 Concluding Remarks

This paper shows that the innovation network shapes the transmission of fis-
cal policy. Government spending raises private R&D not only in the sectors that
receive it, but also in the sectors that cite their patents. A multi-sector New Key-
nesian model with endogenous innovation rationalizes this evidence, and reveals
that cross-sectoral knowledge spillovers—the idea multiplier—account for about
half of the dispersion of sectoral-spending multipliers, concentrating the largest
fiscal effects in the knowledge hubs of the economy. The gains from innovation-
centered spending packages thus accrue not only to their direct recipients, but

also to the network of sectors that build on their ideas.
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A Empirical Evidence: Robustness

This appendix provides additional details on, and an extensive battery of ro-
bustness checks of, the results of Section 2.3. Section A.1 reports the first-stage
regressions behind the baseline specification. Section A.2 validates the instru-
menting strategy through placebo tests. Section A.3 tightens the fixed effects
to industry-group xyear and upstreamness-tercilexyear. Section A.4 reports in-
ference under alternative clustering conventions and Driscoll-Kraay standard er-
rors. Section A.5 pairs the own effect with alternative propagation channels: the
downstream innovation network, and the downstream and upstream input-output
networks. Section A.6 re-estimates the baseline specification controlling for the
propagation of government spending through the production network, in both
directions. Section A.7 considers alternative definitions of the control set and
augments it with additional sectoral controls. Section A.8 addresses the concern
that the cross-sectional variation used for identification may be correlated with
heterogeneous exposure to monetary policy. Section A.9 varies the measurement
window of the innovation network and the sample period.

All tables follow the format of the body of the paper: each column corresponds
to a projection horizon h = 0,1, 2, the dependent variable is the h-year-ahead
response of real private R&D in sector s between ¢ — 1 and ¢ + h scaled by lagged
sectoral value added, all treatments are instrumented with the shift-share design
of Equations (3), and p-values from two-way clustered (sector and year) standard

errors are reported in brackets.

A.1 The First Stage
Table A.1 reports the first-stage estimates behind the baseline specification of

Table 2: at each horizon, each endogenous treatment is regressed on the two
shift-share instruments, with the same fixed effects and control set as the second
stage. The two first-stage regressions read
Gst — Gy
Ysi1

GZ’ - GZ‘ - ne ne
D wWasat T = a0+ p Gl A " G+ 20 vy (A2)

. s,it—1

= g+ 0 + TG + 7" Gy + L b+ ugy, (A1)

The identification displays a sharp diagonal structure. Each treatment loads
strongly, and almost exclusively, on its own instrument: the own treatment on
the own instrument, with a coefficient of about 0.42-0.45, and the upstream in-

novation treatment on the upstream instrument, with a coefficient of about 0.69,
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Table A.1: First-Stage Estimates

Dependent Variable: ~ Own and upstream innovation treatments
(1) (2) (3)
h=0 h=1 h =2
First stage: own treatment
Own instrument 0.450%** 0.433*** 0.422%**
[0.000] [0.000] [0.000]
Upstream instrument —0.193***  —0.192*** —0.194***
[0.000] [0.000] [0.000]
First stage: upstream innovation treatment
Own instrument 0.150 0.157 0.163
[0.160] [0.157] [0.156]
Upstream instrument 0.694*** 0.690*** 0.691%**
[0.000] [0.000] [0.000]
Sector & Year FE v v v
Observations 1,149 1,087 1,031
Kleibergen—Paap F 34.7 43.7 37.0

Note: First-stage regressions behind the baseline specification of Ta-
ble 2, across 66 U.S. industries, 1997-2024. At each horizon, each
treatment is regressed on the own instrument of Equation (3) and the
upstream instrument of Equation (A.2), with the same fixed effects
and controls as the second stage. p-values from two-way clustered

ko kok

standard errors in brackets. *, **, and ***: significance at the 10%,

5%, and 1% levels.
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both significant at the 1% level at every horizon. The cross-loadings are eco-
nomically small, and the two instruments are nearly orthogonal cross-sectionally,
with a correlation of 0.06: the own instrument does not enter the upstream first
stage significantly, and the upstream instrument enters the own first stage with
a small negative coefficient.

The negative sign may indicate that, during defense buildups, government
purchases grow relatively less in the sectors whose knowledge suppliers are defense-
intensive. Whatever its source, this force is conservative for our estimates: high
upstream exposure comes bundled with slower own spending, which depresses
R&D through the own channel.

A complementary way to characterize the identification is to ask which in-
dustries provide the variation behind the shift-share design. Following the logic
of Goldsmith-Pinkham et al. (2020), we compute the contribution of each in-
dustry to the own-treatment first stage—the share-weighted covariance between
the instrument and the residualized treatment, normalized to sum to one. The
five largest weights belong to miscellaneous professional, scientific, and technical
services (0.31); other transportation equipment (0.30), the aircraft and military-
hardware industry; petroleum and coal products (0.21); data processing and
internet services (0.12); and computers/electronics (0.10). The identification is
thus driven by precisely the canonical suppliers of defense procurement, mapping
onto the institutional composition of military purchases.

Two additional diagnostics confirm the strength and the separation of the
two first stages. First, the Sanderson and Windmeijer (2016) conditional F
statistics—which measure the identifying power of the instruments for each treat-
ment conditional on the other endogenous treatment—are far above conventional
thresholds at every horizon: 126, 234, and 185 for the own treatment, and 155,
428, and 270 for the upstream innovation treatment at h = 0,1,2. Each treat-
ment is thus separately identified, rather than jointly supported by a single source
of variation. Second, after partialling out the fixed effects and the controls, the
covariance matrix of the residualized instruments is close to diagonal: their corre-
lation ranges between —0.09 and —0.10 across horizons, so the own and upstream

first stages draw on essentially independent variation.

A.2 Placebo Tests

This section reports three placebo exercises that validate the instrumenting strat-

egy: future instruments do not predict current R&D, defense exposure carries no
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differential R&D trends, and the upstream effect is not reproduced by randomly
rewired innovation networks.

A first concern is anticipation: if defense exposure proxied for expected de-
mand, R&D would move ahead of the procurement shifts. We add the one-
year-ahead own and upstream instruments to the reduced form of the baseline
specification. Table A.2 reports the coefficients on the lead instruments: they
are individually and jointly insignificant at every horizon (joint p-values of 0.53
and 0.51 at h = 1,2). R&D responds to procurement shifts that have occurred,

not to those about to occur.

Table A.2: Placebo: Lead Instruments

Dependent Variable: Private R&D
(1) (2)
h=1 h=2
Own instrument at ¢ + 1 —0.061  0.092
[0.764] [0.713]
Upstream instrument at ¢t + 1 0.058 0.035
[0.281]  [0.286]
Joint p-value 0.526 0.514
Sector & Year FE v v
Observations 1,087 1,029

Note: Reduced form of the baseline specification
augmented with the one-year-ahead own and up-
stream instruments; the table reports the coeffi-
cients on the lead instruments. The impact projec-
tion is not reported because the lead own instrument
is collinear with the current instrument set on that
sample. All regressions include the baseline controls
and fixed effects. p-values from two-way clustered
standard errors in brackets.

A second concern is that high-exposure sectors may sit on different secular
innovation trajectories, which the shift-share coefficients would pick up mechan-
ically. We regress the one-year R&D response on the interaction of the defense-
exposure share with a linear and a quadratic time trend, with the baseline con-
trols and fixed effects. Table A.3 shows that the interactions are individually and
jointly insignificant (p-values of 0.30 and 0.41): there is no differential trend in
R&D by defense exposure, in line with the identifying assumption of Section 2.2.

The third exercise asks whether the upstream effect reflects the measured
structure of knowledge flows, or whether any network-shaped aggregation of de-
fense spending would deliver it. We reassign at random which sectors act as each

industry’s knowledge suppliers, rebuild the upstream treatment and its instru-
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Table A.3: Placebo: Defense Exposure and Trends in R&D

Dependent Variable: Private R&D
(1) (2)

Exposure x trend —0.005 0.011

[0.303] [0.211]

Exposure x trend? —0.005

[0.185]

Joint p-value 0.408
Sector & Year FE v v

Observations 1,149 1,149

Note: The one-year R&D response re-
gressed on the interaction of the defense-
exposure share of the shift-share design
with a linear time trend (column 1) and
with linear and quadratic trends (column
2), with the baseline controls and fixed
effects. p-values from two-way clustered
standard errors in brackets.

ment on the permuted network, and re-estimate the baseline specification at the
two-year horizon, repeating the exercise across 100 permutations. Because many
permuted networks generate weak first stages, we compare t-statistics. Table A.4
summarizes the placebo distribution: only 9 of the 100 permutations deliver a
t-statistic on the upstream effect at least as large as the one estimated on the ac-
tual citation network, a permutation p-value of 0.09. The upstream propagation
of government spending is thus tied to the empirical citation network, and not

to the mechanics of network aggregation.

Table A.4: Placebo: Randomly Rewired Innovation Networks

Permutations 100
t-statistic, actual citation network 2.32
Placebo t-statistics: mean 0.98
median 1.27
90th percentile 2.31

Share of placebo ¢ > actual (permutation p-value) 0.09

Note: Distribution of the ¢-statistic on the upstream innova-
tion effect at the two-year horizon across 100 random permu-
tations of the supplier identities in the citation network. For
each permutation, the upstream treatment and its instru-
ment are rebuilt on the permuted network and the baseline
specification is re-estimated.
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A.3 Fixed Effects

The baseline specification absorbs sector and year fixed effects. This section
tightens the comparison group along two dimensions. First, we replace the
year fixed effects with industry-group xyear fixed effects, where the 66 industries
are partitioned into five broad groups: the primary sector, utilities, and con-
struction; manufacturing; trade and transportation; information, finance, and
real estate; and services. The coefficients are then identified only by differen-
tial defense exposure within a group, so that group-specific business cycles (re-
cessions or technology cycles that hit manufacturing differently from services)
cannot confound the estimates. Second, we replace the year fixed effects with
upstreamness-tercile x year fixed effects, where industries are grouped by their ci-
tation upstreamness: this absorbs any shock common to the innovation-upstream
sectors in a given year, the sharpest confounder for the upstream channel.
Tables A.5 and A.6 report the estimates. In both cases the own and upstream
innovation effects preserve the baseline build-up and remain statistically signifi-
cant at the two-year horizon, if anything, they are slightly larger under the more
granular fixed effects. The upstream propagation of government spending is thus
identified neither by cross-group comparisons nor by shocks common to upstream

sectors.

Table A.5: Industry-Group x Year Fixed Effects

Dependent Variable: Private R&D

(1) (2) 3)
h=20 h=1 h=2
Own effect (3) 0.165 0.729* 1.225*
0.623]  [0.068]  [0.068]
Upstream innovation () 0.138 0.270**  0.364*
0.220]  [0.035]  [0.070]

Sector & Groupx Year FE v v v
Observations 1,149 1,087 1,031

Note: IV local-projection estimates of Equation (2) across
66 U.S. industries, 1997-2024, replacing the year fixed ef-
fects with industry-group xyear fixed effects, for five broad
industry groups. All regressions include the baseline con-
trols. p-values from two-way clustered standard errors in
brackets. *, **, and ***: significance at the 10%, 5%, and 1%
levels.
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Table A.6: Upstreamness-Tercilex Year Fixed Effects

Dependent Variable: Private R&D

(1) (2) (3)
h=0 h=1 h=2

Own effect (B) 0.290 0.989*  1.497*
[0.441] [0.072]  [0.057]
Upstream innovation (7) 0.177 0.351*  0.442*
[0.174] [0.053]  [0.058]
Sector & Upstreamnessx Year FE v v v
Observations 1,149 1,087 1,031

Note: IV local-projection estimates of Equation (2) across
66 U.S. industries, 1997-2024, replacing the year fixed effects
with upstreamness-tercilexyear fixed effects, where industries are
grouped into terciles of citation upstreamness. All regressions in-
clude the baseline controls. p-values from two-way clustered stan-

ko okck

dard errors in brackets. *, **, and ***: significance at the 10%,
5%, and 1% levels.

A.4 Inference

Shift-share designs raise the concern that residuals may be correlated across ob-
servations with similar exposures, beyond what conventional clustering captures
(Adao et al., 2019; Borusyak et al., 2022). Our design features a single aggregate
shifter (the change in national defense procurement) interacted with predeter-
mined sectoral exposure shares. In such a setting, the shock-level inference rec-
ommended by Borusyak et al. (2022) corresponds to clustering at the year level,
since each period contributes one aggregate shock: under this convention, the
own and upstream innovation effects are significant at the 1% and 5% levels at
the two-year horizon (p-values of 0.004 and 0.012). The concern of Adao et al.
(2019) is instead cross-sectional: industries with similar exposures may be hit
by common shocks other than the fiscal one, in which case clustering by sector
understates the standard errors. We implement their logic by grouping the 66
industries into sixteen bins of defense exposure and clustering two-way by expo-
sure bin and year, which allows the residuals of industries in the same bin to be
arbitrarily correlated, both within and across periods. The baseline inference is
unaffected: the own and upstream innovation effects remain significant at the 5%
level at the two-year horizon (p-values of 0.018 and 0.027). Finally, we compute
Driscoll and Kraay (1998) standard errors with a three-lag bandwidth, which
allow for arbitrary cross-sectional correlation of the residuals together with serial

correlation, without taking a stand on which industries co-move: the own effect is
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significant at the 1% level at the two-year horizon, and the upstream innovation
effect at every horizon (p-values of 0.004 and 0.008 at h = 2). Table A.7 collects

the p-values of the baseline coefficients under the alternative conventions.

Table A.7: Inference under Alternative Clustering Conventions

Dependent Variable: Private R&D

(1) (2) (3)
h=0 h=1 h=2

Own effect ()

Two-way: sector and year [0.444] [0.099] [0.022]
Year 0.478]  [0.055] [0.004]
Two-way: exposure bin and year [0.416] [0.060] [0.018]
Driscoll-Kraay [0.480] [0.068] [0.004]
Upstream innovation ()

Two-way: sector and year [0.199] [0.075] [0.031]
Year 0.090] [0.002] [0.012]
Two-way: exposure bin and year [0.000] [0.001] [0.027]
Driscoll Kraay 0.033] [0.000] [0.008]
Sector & Year FE v v v
Observations 1,149 1,087 1,031

Note: p-values of the baseline coefficients of Table 2—which are
identical across rows—under alternative clustering conventions:
two-way by sector and year (the baseline), by year only (the
shock-level convention of Borusyak et al., 2022), two-way by
defense-exposure bin (sixteen groups) and year (the exposure-
correlation logic of Adao et al., 2019), and Driscoll and Kraay
(1998) standard errors with a three-lag bandwidth. Observa-
tions refer to the baseline specification.

A.5 Alternative Propagation Channels

The baseline specification transmits government spending across sectors through
a single indirect channel: the upstream innovation network. This section tests the
alternative channels through which spending in one sector could reach the R&D
of another: the downstream innovation network (the exposure to spending re-
ceived by the sectors that cite one’s patents), and the downstream and upstream
input-output networks (the exposure to spending received by one’s customers
and suppliers, respectively). The downstream input-output channel is the lead-
ing alternative: it is the channel through which the literature on sectoral fiscal
multipliers documents the propagation of government spending to sectoral output
(Acemoglu et al., 2016a; Bouakez et al., 2023, 2025). We test each channel for
private R&D, pairing it with the own effect, and find that upstream innovation

is the only channel for which the data provide evidence of positive propagation.
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We measure each alternative channel exactly like the upstream-innovation
indirect effect, replacing the citation weight wa .+ in Equation (2) with an al-
ternative network weight W , .,

Gor — Gup
Z Ws,m,t - = . (AS)

vt Y1

The downstream innovation network uses the transpose of the citation matrix,
ngﬁn‘mno" = Clity 51/ Y Citr s, the share of the citations received by s that
originate in sector x. The downstream input-output network uses the transpose
of the BEA Use entries, ngwn‘io = wp s the weight of sector s in the input
bundle of its customer x—while the upstream input-output network uses the Use
entries directly, Ws‘fg‘io = Wp,sz, the weight of supplier x in the input bundle
of sector s. The three alternative treatments—the downstream innovation and
the upstream and downstream input-output exposures—are instrumented anal-
ogously to the upstream-innovation treatment in Equation (4), by aggregating
the shift-share instrument across the corresponding network weights.

We first consider the reverse direction of the innovation network: the down-
stream innovation treatment, which captures the exposure of sector s to the
government spending received by the sectors that cite its patents. The model
predicts no propagation through this channel: knowledge flows from cited to
citing sectors, so spending received by a sector’s citers changes neither its mar-
ket size nor the productivity of its R&D. Table A.8 reports the estimates of the
specification that replaces the upstream innovation treatment with the down-
stream one, instrumented with its own shift-share instrument. No coefficient is
statistically significant at any horizon.

We then replace the upstream innovation treatment with the downstream
input-output treatment, which captures the exposure of sector s to the govern-
ment spending received by its customers, instrumented with its own shift-share
instrument. Table A.9 reports the estimates. The downstream input-output
channel never enters positively: the point estimates are negative at every horizon,
and significantly so at the two-year horizon—if anything, the demand received
by a sector’s customers tilts the sector’s activity toward production and away
from R&D. The own effect remains positive and statistically significant from the
one-year horizon onward. Hence, whereas the production network is the relevant
transmission channel for sectoral output, it is not the channel through which
government spending stimulates private R&D.

We finally turn to the upstream direction of the input-output network: the

A9



Table A.8: The Downstream Innovation Channel

Dependent Variable: Private R&D
(1) (2) (3)
h=0 h=1 h=2
Own effect (8) 0.772  1.093  1.048

(0.194] [0.131] [0.188]

Downstream innovation (y) 1.143  1.030  0.430
[0.196] [0.209] [0.724]

Sector & Year FE v v v
Observations 1,149 1,087 1,031

Note: IV local-projection estimates of Equation (2) across
66 U.S. industries, 1997-2024. The downstream innovation
treatment, built as in Equation (A.3) from the transpose
of the citation matrix, is instrumented with its own shift-
share instrument. All regressions include sector and year
fixed effects, and three lags of sectoral R&D, of the sectoral
own and innovation-network treatments, and of sectoral
value-added growth, all dated ¢t — 1 or earlier. p-values
from two-way clustered standard errors in brackets. *, **,
and ***: significance at the 10%, 5%, and 1% levels.

Table A.9: The Downstream Input-Output Channel

Dependent Variable: Private R&D

(1) (2) (3)
h=0 h=1 h=2

Own effect (8) 0.099  0.435**  0.752**
0.614] [0.037]  [0.029]

Downstream input-output (y) —0.164 —1.495 —1.826**
0.849]  [0.100]  [0.049]

Sector & Year FE v v N
Observations 1,073 1,016 965

Note: IV local-projection estimates of Equation (2) across 66
U.S. industries, 1997-2024. The downstream input-output treat-
ment, built as in Equation (A.3) from the transpose of the BEA
Use entries, is instrumented with its own shift-share instrument.
All regressions include sector and year fixed effects, and three
lags of sectoral R&D, of the sectoral own and innovation-network
treatments, and of sectoral value-added growth, all dated ¢t — 1
or earlier. p-values from two-way clustered standard errors in
brackets. *, **, and ***: significance at the 10%, 5%, and 1%
levels.

exposure of sector s to the government spending received by its input suppli-
ers. Demand propagates in the opposite direction in the production network—
spending on a sector’s suppliers does not raise the demand for its output—so, if

anything, the channel should operate through costs, with higher supplier prices
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Table A.10: The Upstream Input-Output Channel

Dependent Variable: Private R&D

(1) (2) (3)
h=0 h=1 h=2
Own effect (3) 0562 1131 1271
0.327] [0.237] [0.219]
Upstream input-output (v) 0.384  0.527  0.409
0.377] [0.467] [0.628]

Sector & Year FE v v v
Observations 1,149 1,087 1,031

Note: IV local-projection estimates of Equation (2) across
66 U.S. industries, 1997-2024. The upstream input-output
treatment, built as in Equation (A.3) from the BEA Use
entries, is instrumented with its own shift-share instru-
ment. All regressions include sector and year fixed ef-
fects, and three lags of sectoral R&D, of the sectoral own
and innovation-network treatments, and of sectoral value-
added growth, all dated ¢t — 1 or earlier. p-values from

* *k

two-way clustered standard errors in brackets. *, **, and
***: significance at the 10%, 5%, and 1% levels.

weighing on the sector’s activity. Table A.10 reports the estimates of the spec-
ification that replaces the upstream innovation treatment with the upstream
input-output treatment, instrumented with its own shift-share instrument. No
coefficient is statistically significant at any horizon, and the shift-share instru-
ment for this exposure carries essentially no independent identifying variation.
All in all, these results confirm the relevance of the upstream propagation
of government spending through the innovation network: it is the only chan-
nel through which spending in one sector generates a positive R&D response in

another.

A.6 Controlling for the Production Network
We now verify that the baseline results hold above and beyond the production

network. Recall from Section 2.1 that the citation matrix and the input-output
matrix are essentially unrelated—their off-diagonal correlation is 0.03—so the two
channels are separately identified, and this exercise is a meaningful test rather
than a horse race between two versions of the same network. Table A.11 reports
the estimates of the specification that adds the downstream input-output expo-
sure to the own and upstream innovation treatments; to save space, we do not
report the coefficients on the input-output exposure, which are never statistically

significant, in line with Table A.9. Both effects of interest are unaffected—if any-
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thing, they are slightly larger and estimated more precisely: the own effect reaches
1.054 at the two-year horizon and is significant at the 10% level already after one
year, and the upstream innovation effect is significant at the 10% level at one
year and at the 5% level at two years, where it reaches 0.298. The stability of the
coefficients confirms that the upstream innovation channel captures knowledge

linkages, and is neither absorbed by, nor confounded with, production linkages.

Table A.11: Controlling for the Downstream Input-Output Channel

Dependent Variable: Private R&D
(1) (2) (3)
h=0 h=1 h=2
Own effect (B) 0.198  0.682* 1.054**

0.473]  [0.069]  [0.020]
Upstream innovation (y)  0.162  0.272*  0.298**
0.199] [0.067]  [0.027]

Sector & Year FE v N N
Observations 1,073 1,016 965

Note: IV local-projection estimates of Equation (2)
across 66 U.S. industries, 1997-2024. All three treat-
ments are instrumented with their own shift-share in-
struments. All regressions include sector and year fixed
effects, and three lags of sectoral R&D, of the sectoral
own and innovation-network treatments, and of sectoral
value-added growth, all dated ¢ — 1 or earlier. p-values

*

from two-way clustered standard errors in brackets. *,
** and ***: significance at the 10%, 5%, and 1% levels.

Table A.12 adds the upstream input-output treatment to the baseline spec-
ification, so that the own and upstream innovation effects are estimated above
and beyond it. The upstream innovation effect is unaffected: it retains the base-
line build-up and reaches 0.289 at the two-year horizon, where it is significant
at the 5% level. Also in this case the upstream input-output coefficient is never
statistically significant. The own effect keeps its dynamic profile and remains sta-
tistically significant at the 2-year horizon. Together with Tables A.9 and A.11,
this exercise completes the picture: neither direction of the production network
transmits government spending to private R&D, and the upstream innovation

channel is robust to controlling for both.

A.7 The Control Set

This section assesses the sensitivity of the baseline results to the definition of the
control set. The baseline specification controls for three lags of sectoral R&D, of

the sectoral own and innovation-network treatments, and of sectoral value-added
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Table A.12: Controlling for the Upstream Input-Output Channel

Dependent Variable: Private R&D

(1) (2) 3)
h=0 h=1 h=2
Own effect (B) 0.244 0.553 0.643*
[0.331] [0.121] [0.077]
Upstream innovation (v)  0.165 0.269* 0.289**
[0.188]  [0.091] [0.043]
Upstream input-output 0.027  —0.092 —-0.305
[0.824]  [0.402] [0.251]

Sector & Year FE v v v
Observations 1,149 1,087 1,031

Note: IV local-projection estimates of Equation (2) across
66 U.S. industries, 1997-2024. All three treatments are
instrumented with their own shift-share instruments. All
regressions include sector and year fixed effects, and three
lags of sectoral R&D, of the sectoral own and innovation-
network treatments, and of sectoral value-added growth,

all dated ¢ — 1 or earlier. p-values from two-way clustered

standard errors in brackets. *, **, and ***: significance at

the 10%, 5%, and 1% levels.

growth. We first consider two variations: using two lags of every control instead
of three (Table A.13), and dropping the value-added-growth controls altogether,
so that the control set only comprises the lags of the dependent variable and of
the treatments (Table A.14). In both cases, the own and upstream innovation
effects preserve the same dynamic profile and remain statistically significant at
the two-year horizon.

We then augment the baseline control set with additional sectoral variables
that capture demand and factor-market conditions: (i) the growth rate of sec-
toral employment, from the BEA full-time-equivalent employees by industry; (ii)
the change in federal non-defense purchases of the sector’s goods, from the BEA
Use tables, scaled by lagged sectoral value added like the defense treatment; and
(iii) the growth rate of real sectoral investment, from the BEA fixed-assets tables.
Each control enters with three lags, dated t—1 or earlier, consistent with the base-
line control set. Table A.15 reports the estimates adding the three controls one
at a time, and then all of them jointly. The own and upstream innovation effects
preserve the baseline build-up in every case; in the most demanding specification,
with all nine additional controls, the point estimates are if anything larger than
in the baseline, and the upstream innovation effect remains significant at the 10%

level at the two-year horizon.
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Table A.13: Two Lags of All Controls

Dependent Variable: Private R&D
(1) (2) (3)
h=0 h=1 h=2
Own effect (B) 0.180  0.559  0.900**

0.567] [0.192]  [0.027]
Upstream innovation (v)  0.141  0.239*  0.239**
0.212] [0.086]  [0.042]

Sector & Year FE v v v
Observations 1,214 1,149 1,089

Note: IV local-projection estimates of Equation (2)

across 66 U.S. industries, 1997-2024. The control set

comprises two lags, instead of three, of sectoral R&D,

the sectoral own and innovation-network treatments, and

sectoral value-added growth. All regressions include sec-

tor and year fixed effects. p-values from two-way clus-
* Kok

tered standard errors in brackets. *, **, and ***: signifi-
cance at the 10%, 5%, and 1% levels.

Table A.14: Excluding the Value-Added-Growth Controls

Dependent Variable: Private R&D
(1) (2) (3)
h=0 h=1 h=2
Own effect (B) 0.235  0.757  1.060*

0.373]  [0.109]  [0.063]

Upstream innovation (y)  0.149  0.249* 0.274**
0.152] [0.055]  [0.038]

Sector & Year FE v v v
Observations 1,149 1,087 1,031

Note: IV local-projection estimates of Equation (2)
across 66 U.S. industries, 1997-2024. The control set
comprises three lags of sectoral R&D and of the sectoral
own and innovation-network treatments, and excludes
the value-added-growth controls. All regressions include
sector and year fixed effects. p-values from two-way clus-
tered standard errors in brackets. *, **, and ***: signifi-
cance at the 10%, 5%, and 1% levels.

A.8 Heterogeneous Exposure to Monetary Policy

Donaldson (2026) shows that cross-sectional designs exploiting heterogeneous ex-
posure to aggregate shocks fail to identify partial-equilibrium elasticities when
the exposure to the shock of interest is correlated with the sensitivity to other
aggregate variables that move in general equilibrium. In our setting, the natural

concern is monetary policy: defense-intensive industries may be differentially sen-
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Table A.15: Additional Sectoral Controls

Dependent Variable: Private R&D
(1) (2) (3) (4)
Employment Non-Defense Investment All

Own effect (B)

h=0 0.223 0.190 0.183 0.171
[0.516] [0.568] [0.519] [0.655]
h=1 0.626* 0.685 0.624 0.647*
[0.082] [0.104] [0.102] [0.083]
h=2 0.996*** 1.078** 0.918** 1.073**
[0.001] [0.027] [0.025] [0.003]
Upstream innovation ()
h=0 0.235 0.165 0.178 0.249
[0.126] [0.151] 0.191] [0.116]
h=1 0.310* 0.251* 0.288* 0.335*
[0.062] [0.060] [0.077] [0.071]
h=2 0.304** 0.274* 0.295** 0.331*
[0.046] [0.060] [0.043] [0.092]
Sector & Year FE v v v v
Observations (h = 2) 975 1,025 1,025 975

Note: IV local-projection estimates of Equation (2) across 66 U.S. industries, 1997—
2024, augmenting the baseline control set with three lags of, respectively: sectoral
employment growth (column 1), the change in federal non-defense purchases scaled
by lagged sectoral value added (column 2), sectoral real investment growth (column
3), and all three sets jointly (column 4). Employment is from the BEA full-time-
equivalent employees by industry, available from 1998, which shortens the sample in
columns (1) and (4). p-values from two-way clustered standard errors in brackets.
*, ** and ***: significance at the 10%, 5%, and 1% levels.

sitive to interest rates, and monetary policy responds to defense buildups, so the
differential monetary response would load onto the shift-share coefficients despite
the year fixed effects. We address the concern in two steps, on the 1997-2023
sample dictated by the availability of the monetary policy shocks of Jarocinski
and Karadi (2020).

First, we implement the diagnostic test proposed by Donaldson (2026): we
regress the outcome on the interaction between the defense-exposure share of the
shift-share design and the change in the federal funds rate, instrumented with the
interaction between the same share and the annual monetary policy shock, with
sector and year fixed effects. A significant coefficient would indicate that sectors
more exposed to defense spending respond differently to interest-rate movements.
The interaction coefficient is never significant at the 5% level (0.004, —0.028, and
—0.037 at h = 0, 1,2, with p-values of 0.58, 0.19, and 0.07), and its sign is un-
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Table A.16: Controlling for Monetary-Policy Exposure

Dependent Variable: Private R&D
(1) (2) (3)
h=0 h=1 h=2
Own effect (B) 0.417 0.649* 0.948***
[0.201] [0.074] [0.002]
Upstream innovation (7) 0.192* 0.262* 0.267**
[0.092] [0.054] [0.010]
Exposure x monetary shock 0.071**  —0.013 —0.035
[0.035] [0.860] [0.731]
Sector & Year FE v v v
Observations 1,099 1,087 1,031

Note: IV local-projection estimates of Equation (2) across 66 U.S.
industries, 1997-2023 (the sample dictated by the availability of the
monetary policy shocks). The specification adds to the baseline the
interaction between the defense-exposure share of the shift-share
design and the annual monetary policy shock of Jarocinski and
Karadi (2020), included directly as a control. All regressions in-
clude sector and year fixed effects, and three lags of sectoral R&D,
of the sectoral own and innovation-network treatments, and of sec-
toral value-added growth, all dated ¢ — 1 or earlier. p-values from

* k3%

two-way clustered standard errors in brackets. *, ** and ***: sig-
nificance at the 10%, 5%, and 1% levels.

stable across horizons and specifications: there is no evidence of a systematic
differential exposure.

Second, Table A.16 re-estimates the baseline specification adding the interac-
tion between the exposure share and the monetary policy shock as a control, so
that the own and upstream innovation effects are estimated net of any differen-
tial response to monetary shocks. Both effects are essentially unchanged relative
to the baseline—the own effect reaches 0.948 and the upstream innovation effect
0.267 at the two-year horizon, both estimated more precisely—while the inter-
action itself matters only on impact. The cross-sectional variation behind our

estimates is thus not proxying for heterogeneous exposure to monetary policy.

A.9 Alternative Specifications

This section assesses the sensitivity of the baseline results to the window over
which the innovation network is measured and to the sample period. We start
with the window. The baseline network averages the citation matrices over 1976
1996. Table A.17 reports the estimates when the network is measured over the
earlier 1976-1985 window, which precedes the estimation sample by more than a

decade. The results are virtually unchanged: the own effect reaches 0.905 at the
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Table A.17: Innovation Network Measured over 1976-1985

Dependent Variable: Private R&D
(1) (2) (3)
h=0 h=1 h=2
Own effect (B) 0.148  0.574  0.905**

0.581] [0.115]  [0.024]
Upstream innovation (v)  0.057  0.105* 0.119**
0.216] [0.093] [0.025]

Sector & Year FE v v v
Observations 1,145 1,085 1,031

Note: IV local-projection estimates of Equation (2)
across 66 U.S. industries, 1997-2024. The innovation
network is the average of the yearly citation matrices
over 1976-1985, instead of the baseline 1976-1996 win-
dow. All regressions include sector and year fixed ef-
fects, and three lags of sectoral R&D, of the sectoral
own and innovation-network treatments, and of sectoral
value-added growth, all dated ¢t — 1 or earlier. p-values

from two-way clustered standard errors in brackets. *,
** and ***: significance at the 10%, 5%, and 1% levels.

Table A.18: Ending the Sample in 2019

Dependent Variable: Private R&D
(1) (2) (3)
h=0 h=1 h=2
Own effect (B) 0.438  0.921* 1.151*

0.193]  [0.099] [0.093]
Upstream innovation (y)  0.158  0.280  0.331*
0.140]  [0.116]  [0.096]

Sector & Year FE v v v
Observations 909 899 892

Note: IV local-projection estimates of Equation (2)
across 66 U.S. industries on the 1997-2019 sample,
which excludes the COVID-19 years. All regressions
include sector and year fixed effects, and three lags
of sectoral R&D, of the sectoral own and innovation-
network treatments, and of sectoral value-added growth,
all dated t—1 or earlier. p-values from two-way clustered

standard errors in brackets. *, **, and ***: significance
at the 10%, 5%, and 1% levels.

two-year horizon and the upstream innovation effect 0.119, both significant at the
5% level. The smaller magnitude of the upstream coefficient reflects the sparser

citation counts of the earlier period, which spread the same exposure over fewer
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sector pairs; its statistical significance and dynamic profile are unaffected. The
stability of the estimates across windows separated by a decade confirms that the
innovation network captures slow-moving, structural knowledge linkages across
industries.

Then, we end the sample in 2019, excluding the COVID-19 years. Table A.18
reports the estimates. The coefficients are unchanged relative to the baseline—if
anything slightly larger, with the own effect reaching 1.151 and the upstream
innovation effect 0.331 at the two-year horizon—and both remain significant at

the 10% level in the shorter sample.
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B The Model: Details and Derivations

This appendix collects the model details and derivations omitted from the body of
the paper: the household’s first-order conditions, the producers’ optimality con-
ditions for production inputs and prices, the wholesalers’ demand schedule and
price index, the retailers’ price indices and demand schedules, and the market-
clearing and aggregation conditions. The first-order conditions of the R&D block
are reported in the body, Equations (12)—(13).

B.1 Household

Let Ay = B 525 — denote the household’s nominal stochastic discount factor
bt Pry1Ciya

implied by log utility. The first-order condition for nominal bonds delivers the

Euler equation:
1 — Rt Et[At,t-i-l] . (Bl)

The first-order conditions for sectoral production and research labor equate the

marginal disutility of labor to the corresponding wage in marginal-utility units:

eP,sN]Zf;t = Pté; ) QR,SN]ZI;,t = Pté; . (B2)

The first-order conditions for investment and capital deliver:

Pry =E{ A1 [Ricp1 + (1 — 0k ) Prysal}- (B.3)

Finally, the household allocates capital services across sectors to maximize rental
income given the CES basket of Equation (8), delivering the sectoral supply
schedule
Ry )™ 5 | T
Ks,t = WK,s (R—Kt) K, RKJ = [z; WK,s RK,sf ) (B-4)

where the aggregate rental rate R ; is the price index dual to the capital basket.

B.2 Producers

The first-order conditions for production labor, capital, and intermediate in-
puts follow from cost-minimization at each instant and equate factor prices to
their marginal revenue products. Letting M Cjs; denote the producers’ nominal
marginal cost, the producer’s demand for production labor, capital, and inter-

mediate inputs equals
WP,s,tNP,s,t = 0N MCs,t Zs,ta (B5)
RK,s,th,t = 0K MCs,t Zs,tu (B6)
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and

PH,s,tHs,t = Q[ MCs,t Zs,t' (B7)

The first-order condition for the price P;; trades off the static markup gain
against current and future price-adjustment costs, delivering the sector-specific

New Keynesian Phillips curve:

M Py 1 Zgii1
Us(mse — D)mgp = (1 —€) + € G Vs Ep [ Ap g1 (Mo g1 — 1) 441 el ki eal )
Ps,t PS7tZ8,t
(B.8)
where 7y, = PPS:I denotes the sectoral gross inflation rate, and the forward

term is scaled by the growth of nominal sectoral revenue, the base of the price-

adjustment cost.

B.3 Wholesalers

In each sector, the wholesaler’s cost minimization implies the variety-level de-
mand schedule
Zé,t = (Psi,t/Ps,t)_e sty (B.9)

and the price index of the sectoral good is:

1

1 1—e
P, = { / P di} . (B.10)
0

B.4 Retailers
The technology of the private consumption retailer, Equation (17), implies that

the private consumption price index, P;, is a function of sectoral prices:

S PWC,S
s,t
P=1] =& (B.11)

s=1 wozs
As a result, the retailer’s optimal demand of goods from sector s is:

P,
Cys = wos——C. (B.12)
Ps,t
Analogously, the technology of the private investment retailer, Equation (18),

implies that the private investment price index, Pr;, is a function of sectoral

prices:
S Wi, s
=T (B.13)
s=1 I,S
and the retailer’s optimal demand of goods from sector s is:
P
Iy = wr =21, (B.14)
Ps t

)
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The same conditions hold for the intermediate-input retailers, one for each

sector. The price of the intermediate-input bundle demanded by sector s pro-

ducers is:
S WH,s,x
z,t
Py =] %= (B.15)
r=1 wH?‘s?l"

and the optimal demand of sector z goods from the retailer assembling interme-

diate inputs for sector s producers reads:

Py s
Hywr = Wiow—2H,,. (B.16)
Px,t
B.5 Market Clearing and Aggregation
Labor markets. Production and research labor markets are segmented at the
sector and occupation level: for every sector s, the labor supplied by the house-

hold equals the corresponding demand across producers,

1 1
Newi= [ Npodic Newo= [ Nidi
0 0
and total hours of each type are Np; = Zle Npsi and Np; = 255:1 NRst

Capital market. The capital services allocated by the household to each sec-
tor equal the demand across producers, K,; = fol K;'J dz, and the sectoral flows
exhaust the aggregate stock through the CES basket of Equation (8).

Bond market. Nominal bonds are in zero net supply: B; = 0 in every period.

Goods markets. For each sector, the wholesaler’s output net of the price-
adjustment resource cost equals total demand from the consumption and in-
vestment retailers, the fiscal authority, and the S intermediate-input retailers,
as stated by the sectoral resource constraint (16). The retailers’ zero-profit

conditions imply that the value of each bundle equals the value of its inputs:

BCt = Zs Ps,tC’s?t, PI,tIt = Zs Ps,t[s,t; and PH,:c,tHg:,t = Zs Ps,tHs,:p,t fOI' every .

Dividends. Producer 7 in sector s earns nominal profits equal to the value of
gross output net of production costs, research labor costs, and price-adjustment

costs:

. 9, [ P 2
D, =l1—-=(= -1
’ 2 \P, 4

Wholesalers and retailers are perfectly competitive and earn zero profits. Aggre-

Ps,tZs,t_WP,SJNP,s,t_RK,S,th,t_PH,S,tHS,t_WRvs,tNR,s,t'

gate dividends, rebated lump sum to the household in the budget constraint (6),
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are therefore
S 1
D, = Z/ D!, di.
s=1 0

Aggregation. Nominal value added at the sectoral level is the value of gross

output, net of the Rotemberg costs, minus the value of intermediate inputs:

195 Pst ?
= 1-=(=2 -1
y’t [ 2 (Ps,t—l )

Summing across industries, using the sectoral resource constraints and the re-

Ps,tZs,t - PH,s,tH&t- (B]_?)

tailers’ zero-profit conditions, the intermediate-input flows cancel and aggregate

nominal GDP equals total final expenditure:

S S
yt = Zys,t - F)tct + P[’tft + Z Ps,th,t- <B18)
s=1 s=1

Combining the household budget constraint (6) with aggregate dividends, the
government budget constraint (22), and the bond-market clearing condition de-
livers the same identity from the income side, so Walras’ law holds. Finally, real
GDP is defined as the sum of consumption, investment, and public spending

valued at their BGP relative prices:

P P

* S *
Yi=Cot rli+ ) 55Gar (B.19)
t — 1t

B.6 The Balanced Growth Path

This subsection derives the conditions under which the model admits an exact
balanced growth path, and characterizes the growth rates of all variables along it.
Throughout, stars denote BGP values, yx = X/ ;/X} denotes the trend factor
of variable X, and ¢s; = Ps:/ P, denotes sectoral prices relative to the consump-
tion price index. Consistently with the monetary rule, aggregate trend inflation is
zero, m° = 1, so trends in relative prices coincide with trends in nominal sectoral

prices.

Common knowledge growth. The knowledge technology (10) is homoge-
neous of degree one in the vector of knowledge stocks: the spillover bundle carries
exponent 1— k, the internalized own stock carries exponent k, and the innovation

network is row-stochastic. Dividing the law of motion by A, ; delivers the growth
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rate of sectoral knowledge:

A i1 N S A ¢ (I_K’)wz‘l,s,z
Dot (1 50) + Y N 2 |
As,t ( A) * X fost H (As,t)

r=1

(B.20)

A BGP with stationary research labor therefore requires the relative knowledge
stocks A, ;/As; to be constant, which forces a common knowledge growth rate
v4 across all sectors. The innovation network is the reason: if a sector’s stock
grew more slowly than the stocks of the sectors it cites, its spillover bundle would
outgrow its own knowledge, raising the productivity of its R&D without bound
and pulling its growth back up—and symmetrically for a sector growing too fast.

Imposing A ;11/As+ = 74 and taking logs of Equation (B.20),

(1—k) |log A%, ZwAsxlogA =log x + Aslog Njp , —log (74 — 1+ da)

(B.21)
a system of S conditions that pins down the S — 1 relative knowledge levels to-
gether with the common growth rate. Since the left Perron eigenvector p of the
innovation network (pu'Qa = p', p'1 = 1) satisfies u" (I — Q4) = 07, aggre-
gating the system with p eliminates the knowledge levels and isolates the growth
condition: .
log (ya — 1+ d4) =logx + Z fis As log Np .. (B.22)
s=1
Knowledge growth is thus pinned down by centrality-weighted research labor, with
weights given by the eigenvector centralities of the innovation network. Growth
is endogenous—it depends on the equilibrium level of research employment—
and the BGP is well defined because the R&D elasticities satisfy A, < 1, so
research labor is stationary. In the calibration, we use these conditions in re-
verse: the aggregate trend vy is targeted at 2% annually, v4 follows from the
aggregation condition (B.25) below, and the R&D efficiency is backed out from
Equation (B.22) evaluated at the targeted allocation, with the relative knowledge
levels solving Equation (B.21).

Sectoral price trends. Along the BGP, markups are constant and each sec-
toral relative price is proportional to real marginal cost. From the Cobb-Douglas
technology (9), real marginal cost is proportional to A} w%’i P ?{;S Gp sy, Where
Wpst, Tkt, and qm s+ denote the production wage, the rental rate, and the

intermediate-bundle price, all relative to the consumption price index. The
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trends of the cost components follow from the rest of the model: real wages
grow at 7y in every sector—stationary hours in the labor supply condition re-
quire the wage to trend with consumption; the rental rate trends with the invest-
ment price, V., = Vg, With logvy,, = >, wre1ogy,.., since the return to capital
and the depreciation rate are stationary; the intermediate-bundle prices obey
108 You s = D p WH,s,2 108 V4 from Equation (B.15); and knowledge grows at va4.
Collecting the sectoral relative-price trends in the vector 7, and equating price

and cost trends sector by sector:

log~y, = B log~y, + aylogyy — 1logya, B = agw, +diag (ag) Qu,
(B.23)
where ay, ag, ay collect the sectoral factor intensities and row s of the matrix
B measures the pass-through of capital and intermediate-input cost trends into
the marginal cost of sector s. The rows of B sum to ax s +aps =1 —ayn,s <1,

so its spectral radius is below one, the Leontief-type inverse (I — B)~! exists, and

logy, = (I — B)fl [y logyy — 1logval. (B.24)

Sectoral relative prices trend at heterogeneous rates, shaped by two opposing
forces propagated through the production network: a labor-cost push—Ilabor-
intensive sectors see their prices rise with real wages—and a uniform knowledge
deflation, amplified for sectors that buy intermediate inputs and capital from
industries whose own prices fall. With zero aggregate trend inflation, the sec-
toral trend inflation rates that enter the sectoral Phillips curves coincide with

the entries of ~,.

Aggregate growth. The relative-price trends must be consistent with the defi-
nition of the consumption price index: from Equation (B.11), )" we s logygs = 0.

Applying the consumption weights to Equation (B.24) and solving for 7y

T . -1
= ﬁC(I 51 (B.25)
wo(I—B)" ay

The coefficient = is the balanced-growth knowledge multiplier. Its numera-

(1]

log vy = = logva,

tor is the consumption-weighted total requirement of a uniform Hicks-neutral
improvement—the direct effect plus its amplification through the intermediate-
input and investment linkages—while its denominator aggregates the labor in-
tensities along the same network paths. Since knowledge augments gross output
while labor commands only a share of it, = exceeds one: aggregate GDP grows

faster than knowledge, the network counterpart of the usual gross-output-versus-

A24



value-added amplification of technical progress a la Hulten.

Remaining trends and the real interest rate. The trends of all remaining
variables follow. Aggregate consumption, real wages, and real GDP grow at vy ;
hours are stationary, as log consumption utility makes the income and substitu-
tion effects of trend wage growth cancel. Sector-s gross output grows at vy /7.,
so that nominal expenditure shares are constant, and real sectoral government
spending trends in the same way, given that sectoral purchases are indexed to
BGP nominal GDP. The capital stock and investment grow at yx = 7y /7, de-
flating output growth by the investment-price trend. The real value of knowledge
Vs.t/ Pr grows at vy /ya—its dividend, the cost-saving flow ©,, of Equation (14),
scales with real revenues over the knowledge stock—and the asset-value recur-
sion (13) converges provided B[(1 —da)+ K (ya —1+64)] < 74, a condition
satisfied at the calibration. Finally, the household’s Euler equation delivers the
BGP real interest rate,

= % > Yy, (B.26)

the rate at which the present-value multipliers of Section 5 discount future GDP

and spending flows; all present values are finite because f < 1.

Requirements and stationarization. The exact BGP relies on five features
of the model: log consumption utility, of the King-Plosser-Rebelo class; Cobb-
Douglas technologies and bundles throughout, which keep expenditure shares
constant while relative prices trend; the degree-one homogeneity of the knowledge
technology in the vector of knowledge stocks, combined with the row-stochasticity
of the innovation network; adjustment costs expressed on stationary objects, as
the price-adjustment cost is proportional to sectoral revenue; and policy scal-
ing, with sectoral government purchases indexed to BGP nominal GDP and a
monetary rule that responds to inflation and a stationary output gap. Divid-
ing each variable by its trend delivers a stationary system, whose deterministic
steady state is the object we solve in the calibration of Section 5.1; the first-order

perturbation of Section 5 is taken around this steady state.
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C Proofs of the Analytical Results

Notation and the adoption margin. As in Section 4, all prices and val-
ues are expressed in units of the current consumption basket: w; denotes the real
wage, Vs = Vi./Pcoy the real value of knowledge, and ©,, its real marginal profit
flow. Throughout this appendix, the knowledge technology carries a free spillover
elasticity ¢ and a free internalized own-stock elasticity x, with A+(+x < 1. The
total knowledge-feedback discount is M = (¢ + x)/(1 — ) < 1; the adoption-
adjusted network is % = (1 — k)Q4 + £ with mixing weight & = k/(¢ + k); the
adoption-adjusted discount is f, = 3 (1 =04(1 — K)); the momentum coefficient
is b = fk; and the knowledge-propagation matrix is T = (1 — da)I + J4 M.
At K = 0 these reduce to the pure-network objects. Because Q0 is an affine
function of 24—and hence every matrix appearing in the analysis is a poly-
nomial in €24, so that all operators commute—the lemmas below apply under
these substitutions: 2 is row-stochastic, 1 remains a common eigenvector with
T1 = o1, o = 1 — d4(1 — M). Throughout, the adoption elasticity is fixed
at the saturation-neutral value k = x* of Assumption 1, and all objects above
are evaluated there. The generic-x notation is used only where it must be: in
deriving the value equation of Appendix C.2, whose saturation and momentum
terms have to appear explicitly before Assumption 1 disposes of them. Every
dynamic result is then established under the saturation-neutral adoption k = x*
of Assumption 1: the body’s propositions under the benchmark that additionally
drops the residual lagged-momentum term of coefficient wb, and Appendix C.7
for the exact system that retains it. Displayed formulas are written in the bench-
mark £ = 0 notation wherever adoption enters only through these substitutions.
This appendix proves Propositions 1, 2, 3, and 4 under the simplifications of

Section 4.1 and Assumption 1. The appendix is organized as follows:

e Appendix C.1 derives the homogeneous steady state.

e Appendix C.2 log-linearizes the tractable framework around the steady state

and derives the cumulative knowledge response.

e Appendix C.3 characterizes the saturation-neutral benchmark, and bounds

the correction induced by the residual lagged-momentum term.

e Appendix C.4 collects matrix lemmas on the Leontief inverse, the knowledge-
propagation matrix T, and the matrix quadratic underlying the exact sys-

tem of Appendix C.7.
e Appendix C.5 proves the body propositions under the simplified value equa-
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tion (35) (no saturation).

e Appendix C.6 works out the two-sector example under the no-saturation

benchmark.

e Appendix C.7 states the exact second-order system under Assumption 1—
retaining the lagged momentum leg—and solves it, delivering the exact prop-

agation operator that Appendix C.3 compares with the benchmark.

C.1 Homogeneous Steady State

We show that the deterministic steady state of the analytical economy—with the
adoption technology of simplification (vii)—features a sector-symmetric profile
A, = A, ]\_/'R,S = Ng, 0, =0, Z; = Z, G, = q for all s, and that this profile is the
unique solution of the joint system formed by the steady-state R&D first-order
condition and the steady-state knowledge law of motion, given the aggregate
block. We do not assume symmetry of any quantity a priori. The remaining
aggregate equilibrium (the levels of consumption, the wage, and aggregate labor)

reduces to standard scalar conditions, which we do not characterize further here.

Step 1: Sectoral revenue is sector-invariant. Under simplification (iv),
households” Cobb-Douglas demand with shares wes = 1/S allocates a fraction
1/S of total nominal consumption to each sector, so g,Cs = (1/S)C. The gov-
ernment allocates a fraction wgs = 1/S of nominal spending to each sector,
so G, = (1/9)G. The sectoral resource constraint Z,; = C,; + G, implies
1sZs = §sCs + .G = 3,Cs + G5. Hence

Ry =q.Z,=(1/S)C+ (1/9)G = (1/9)(C + G) = R,

independent of s. No assumption on A, has been used at this stage.

Step 2: Envelope value of knowledge is inversely proportional to A,.
With internalized adoption, the asset-value recursion is vs; = G4 + [(1 — d4) +
KXot/ Ast—1) Et[At 11105 441], where Og; = (e — 1)1, /A, is the envelope-derived
marginal cost-saving flow, with II,; the producer’s flow profits, of one extra unit
of knowledge under constant markup p = ¢/(¢ — 1), and X, is the idea flow,
with steady-state ratio X, / A, = 4 from the law of motion. At the deterministic
steady state, with stationary Lagrange ratio A = 3, the continuation factor is
(1—04)+ K04 =1—04(1—k), so the effective discount is the adoption-adjusted
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B = B[l — 64(1 — k)], and
O,  (e—DI,  (e—1R
1B (1=FB)A  e(l-FoA)]
using II, = R,/e = R/e from constant-markup pricing and the sector-invariance
of R, = R established in Step 1. Hence

s =

ez 1R
(1 — 5B

\_/

is sector-invariant, and v, o< 1/ As.

Step 3: Steady-state first-order condition and law of motion. Under
indivisible labor—simplification (ii)—every sectoral wage is pinned by aggregate
consumption, so the steady-state real wage w is uniform across sectors and oc-
cupations. Define the composite knowledge input B, = (], [léwA’s’x)flg, which
includes the internalized own-stock adoption factor and may depend on s at this
stage because no symmetry of A, has been assumed. The steady-state R&D

first-order condition and the steady-state knowledge law of motion read

W= AU Np,' By,  0aA,=xNp,B.. (C.1)

Step 4: Eliminating the spillover bundle. Dividing the second equation
in (C.1) by the first eliminates B, exactly, regardless of its sector dependence:
514145_ XNI)%,SBS _NRS N _>\6A, T
w AT Np By AT ’ '

Note that the division eliminates the entire composite input By, own-stock adop-
tion factor included. Using Step 2, 7,4, is sector-invariant, so

Vi = % = N, (C2)

independent of s. We have established sector-invariance of research labor without

yet assuming A, is uniform.

Step 5: A, is sector-invariant. Substituting Ny, = Np from (C.2) back into

the steady-state law of motion in (C.1) gives

544, = x Np (H Ai"“‘ﬁ@) A"
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Taking logs and collecting the own-stock term,
_ x N _
(1—-k)logAs = log(7> + C;wA,s,x log A,

or in vector form,
_ N
[(1—=kK) — Q4] log A = c1, czlog(%) . (C.3)
A

Under simplification (viii), (+r < 1-A < 1,s0(/(1—r) < land (1—r)[—(Qy =
(1—k)[I —5-Q4] is invertible by Lemma 1 (applied with M replaced by ¢/(1—k)).
Row-stochasticity gives Q41 = 1, hence [(1 — k)] — (Qa]7'1 = 1/(1 — k — ().

The unique solution of (C.3) is therefore

- c - - c

logA=—-—1 A, =A= -
A=t 1 A= A=en(

which reduces to the pure-network solution ¢/(1 — () at k = 0.

) for every s,

Step 6: Implied sector-symmetric quantities. With A, = A uniform, sec-
toral relative prices ¢, = uw/A = §, sectoral output Z, = R/q = Z, production
labor Np, = Z/A = Np, and the asset value 7, = (e—1)R/[e(1—f,)A] = ¥ are all
sector-invariant. The Hulten/Domar weight is p1s = @sZs/ (Y., @ %) = 1/S. The
steady-state share of government spending in sectoral revenue is (¢ = G/(C +G),

also sector-invariant, with private-consumption complement £¢ =1 — £¢. U

C.2 Log-Linearization of the Tractable Framework
This appendix derives the dynamic equations of Section 4.2—the value equa-
tion (32), the R&D first-order condition (33), and the knowledge recursion (34)—

by log-linearizing the tractable framework around the homogeneous steady state
of Appendix C.1.

Adoption: the internalized premium and the momentum term. With
free-elasticity adoption, the composite knowledge input carries exponent ( on
the network bundle and exponent s on the producer’s own lagged stock, and
the symmetric steady state of Appendix C.1 is unaffected: the steady-state
cancellation between the R&D first-order condition and the law of motion ap-
plies with the total elasticity ( + k in place of (. Since the own-stock mar-
gin is internalized, the asset-value recursion becomes vs; = O, + [(1 — 04) +
KXst/Ast—1) Et[At 11105 141], where X, is the idea flow with steady-state ratio
X /A = 04; the steady-state continuation factor is therefore 1 — d4(1 — &) and
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the effective discount is 3, = 3(1—04(1—k)). Log-linearizing, the premium con-
tributes Bkd A(Xs,t — fls,t_l) to the shadow value.*! The law of motion delivers

the identity X&t =0, (As,t —(1- (5,4)12157,5,1), and substituting,
Bﬂ(sA (Xs,t - As,t—l) - 6’1(1215,25 - (1 - 5A)As,t—1 - 6AAs,t—1) - BK(As,t - As,t—l)u

the momentum term of Equation (32): the internalized complementarity pre-
mium loads exactly on the growth of the sectoral knowledge stock, with coefficient
b = k. Equating the contemporaneous momentum loading b to the saturation
loading (1 — f,)(1 + £€%) and solving for s delivers the saturation-neutral value
x* of Assumption 1. All remaining derivations below go through with 4 — Q%

and B — BK; we display them in the benchmark notation.

The value equation. The static block delivers the inputs. Indivisible labor
and log utility give C; = 4 (Equation (27)) and a stochastic discount factor
/A\t,tﬂ = C’t —Eté’t+1 = Wy — K441 constant-markup pricing gives g5, = w; _As,t
(Equation (28)); and sectoral demand and the resource constraint give CA‘S,t = /Als,t
and Yy, = £CA,, + €9G,, (Equations (29)-(31)). Sectoral revenue in consump-
tion units, Rs; = ¢s¢Zs4, therefore obeys ]A%s,t = (st + Ys,t = Wy + &¢ (Gs,t — AM),

and the marginal cost-saving flow ©,; = (e—1)Il;, /A, with II,; = R, /€, obeys
és,t = Rs,t — As,t = W + fG és,t - (1 + 50) As,t'

Log-linearizing the asset-value recursion around the steady state of Appendix C.1,
where ©/9 = 1 — B,, and adding the internalized-adoption premium B/ﬁ(/l&t —

~

A1) derived in the previous paragraph,
Vg = (1— Bn) és,t + /BK/(AA-SJ - As,t—l) + BBy [[\t,t—&-l + @s,t+1]~

Subtracting 0, from both sides to obtain the wage-deflated value v, = 05, — Wy,
the wage terms cancel exactly: the current wage in (:)s,t carries weight 1 — 3.,
the discount-factor term contributes Bﬁ(wt — E0441), and the continuation value

contributes 3, Ew; 41, which sum to w;. The result is the value equation (32).

A-1The adoption bracket is dated as in the full-model recursion (13), with the current idea flow evaluated
against the inherited stock. Under the contemporaneous timing of simplification (vii), the marginal adoption
payoff of date-t knowledge accrues through X, 441, which would date the bracket at (X 41, As¢) and shift
the momentum term one period forward, to Sk Et(z‘is,tﬂ ffls,t). The two datings share the same steady state
(X/A = d,4) and the same cumulative sum, so the propositions—which are proved under the no-saturation

benchmark—are unaffected; Assumption 1 is stated for the contemporaneous dating.
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The R&D first-order condition. Under the contemporaneous R&D imple-
mentation, the optimality condition for research labor equates the real wage to
the marginal product of research labor valued at the shadow value of knowledge,
wy = A (Xst/Npst) Vs, where X, = XN})%M [ IL Aiﬁf’i’z}A;t_l is the idea flow.
In log-deviations, w; = X&t - NR,s,t + 054 with

S
Xs,t = )\NR,s,t + C § wA,s,xAx,tfl + KAs,th

=1
Solving for N R,s+ and substituting 05, = v, + w;, the wage on the marginal-cost
side cancels against the wage embedded in the asset value, and, collecting the
knowledge terms with (+# = (1—A)M and the adoption-adjusted weights w4 _ .,

the condition collapses to the first-order condition (33).

The knowledge recursion. Log-linearizing the law of motion Ay, = (1 —
6a)Asi1 + X, around the steady-state ratio X/A = da gives /Als,t = (1-—
5A)As,t—1 + 5A)A(s,t. Substituting the idea flow, with research labor given by
Equation (33),

. A S

Xs,t = 11—\ ﬁs,t + MZC‘},’Z,S@A@‘J—D

=1
where the knowledge bundle collects the direct loading (1 — )M and the loading
AM passing through research labor. Stacking sectors delivers the vector recur-

sion (34), with T = (1 —04)I + 04MQ%5 and w = 04A/(1 — N).

The cumulative knowledge response. Under Assumption 1, and dropping
the residual lagged-momentum term, the value equation reduces to Equation (35),
which solves forward as 0, = (1 — ()¢ 50 B Eté‘&tﬂ-. With the i.i.d. spend-
ing process, the date-0 shock Go implies Vi = (1—BH)§GGO and V, = 0 for t > 1.

The recursion (34) then gives A, = T'wV,, and cumulating with Lemma 2,

YA = (I-T)'w(1-B)¢Go = %(1 — B)EC LAGy = AL, Gy,
t=0

using @/64 = A/(1 — A) and the impact pass-through I = (1 — ,)€9/(1 — \):
the cumulative-knowledge identity used throughout Appendix C.5.
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C.3 The Saturation-Neutral Benchmark: Exact versus

Approximate Dynamics

At k = k* the value equation (32) reads exactly
f}s,t = (1 - 5&*)£Gés,t - 5"{7*1218,1‘,71 + Bn* Et'ﬁs,t+1:

whereas the body works with the no-saturation form (35), which omits the lagged
momentum leg —ﬁ/ﬁ*fls,t,l. This subsection characterizes and quantifies the
approximation. Substituting the exact value equation into the knowledge re-
cursion delivers the second-order system of Appendix C.7, whose lag matrix is
T = T — wBk*I: the omitted term is a uniform diagonal reduction in the per-
sistence of the lagged own stock—writing T = (1 — d4 — wBkK*)I + J, M, the
wedge lowers the diagonal survival coefficient while holding the network replen-
ishment term 04 M Q% fixed. It is therefore a reduced-form obsolescence wedge,
not literally equivalent to raising the primitive rate d4, which would also rescale
the network term. Two implications follow. First, because the wedge is diagonal
and commutes with the network, it introduces no new propagation paths and
preserves the network’s eigenvectors; it does, however, shift the eigenvalues, and
can thereby reweight the relative contribution of short and long citation paths—
sectors whose upstreamness derives mainly from long chains can in principle be
affected differently from sectors cited directly. The expansion below bounds this
reweighting analytically and shows that it enters at the same order as the com-
mon rescaling. Second, because the cumulative operator compounds the wedge
through the knowledge resolvent—whose largest eigenvalue is 1/[04(1— M)]—the
effect on the level of cumulative responses is first order and grows without bound
as the economy approaches the semi-endogenous boundary A + { + k — 1; the
expansion below makes both statements exact.

We characterize the approximation analytically, by expanding the exact dy-
namics to first order in the wedge wb* = wpfk*. Solving the exact value equa-
tion forward and evaluating the lagged-stock term along the benchmark path

A, = T'Ay, the cumulative shadow-value correction is

> A = - f*é* (1=T) = 32(1 - BT) '] Ay + O((wb')?)

and propagating it through the knowledge recursion delivers the exact cumulative
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response as a correction to the benchmark:

io:AgxaCt _ [I—wb* T} iA?ench + O((wb*)Q), T = . 15* [([_T)—l_B*Q(]_B*T>*1].
t=0 t=0 N

(C4)
Three analytical properties of the correction operator Y pin down everything one
needs to know about the approximation.
(i) Sign: the approximation overstates responses, entrywise. FExpanding,
T = # Zszo (1 — B 5+2)Ts: every coefficient is strictly positive and T* is
entrywise non-negative, so ¥ > 0 entrywise, with the same citation-path support
as the Leontief operator. The benchmark therefore overstates every cumulative
response, and does not distort responses of sector pairs unconnected by citation
paths, which remain zero in both the exact and the approximate dynamics.
(i) Size: an infinity-norm error bound. Since T1 = p1, the row sums of Y

are identical across sectors, Y1 = ¢(p)1, where
1 1 2%2
Ur) = = — 8 = .
1—-p|1—=7 1-p*r

Because Y is entrywise non-negative, this is precisely its infinity norm, and the

first-order error obeys the norm bound

H ZAltoench_Z A;}xact < & H ZA?ench
t t t

whK* 1

1_5* 5A<1'

+0((wb*)?), € = " ||Y]w =

o0

(C.5)
Two clarifications are important. First, this bounds the correction relative to the
largest component of the benchmark response; it is not an entrywise proportional
bound, and small components can be attenuated by proportionally more than £.
Second, uniform row sums do not imply uniform column sums—1TY # £(p)1 "
in general—so the correction is not a common rescaling of aggregate responses
across target sectors: the proportional aggregate correction for a shock to sector
ris wb* 1"YBE,/1"BE, with B = (I —T) !, and it varies with . The leading
term of € is ABK* /(1 — A)(1 — B)(1 - M)], so

ANBR* < (1—\)(1— ") (1— M) (C.6)

is a transparent sufficient leading-order condition for £ < 1 (the exact condition
is £ <« 1 itself, which also carries the subtractive second term). The condition
is demanding only in two limits: high R&D elasticity A, and proximity to the
semi-endogenous boundary M — 1, where the knowledge resolvent diverges and

any perturbation of the dynamics is amplified without bound; accordingly, the
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O((wb*)?) remainder of (C.4) is uniform only on parameter sets bounded away
from M = 1.

(#ii) Cross-section: longer and more indirect responses are attenuated more.
The walk decomposition makes the heterogeneity of the correction exact for a

directed, possibly non-diagonalizable network. Writing Y = 2820 asT? with
ay=(1—F) /(1= 5) and B =3 TV,

k
YB =Y nT, =) a,
s=0

and 7y is strictly increasing in k: relative to the benchmark—which weights ev-
ery walk of length k equally in B—the first-order correction loads more heavily
on longer walks. Responses that arrive through longer and more indirect cita-
tion chains are therefore attenuated proportionally more than direct responses.
The paper’s two-sector example makes this concrete: with upstream sector 1 and
downstream sector 2, the propagation matrix is triangular with diagonal (g, 02),
02 < o, and for a shock to sector 1 the proportional attenuation of sector 1’s own
knowledge response is wb*l(p), while that of sector 2’s propagated response is
wb*[(02) + (£(0) —(02))/m] > wb*{(0), where m € (0, 1) is the benchmark ratio
of the propagated to the own response. The residual momentum term thus at-
tenuates the propagated response more than the targeted sector’s own response,
and target-specific aggregate corrections likewise differ across shocked sectors.
Two consequences follow. First, exact own-to-upstream response ratios and tar-
get rankings are not preserved identically at first order: when they are the object
of interest, they should be computed from the exact system of Appendix C.7.
Second, path support is preserved exactly, and entrywise positivity of the exact
knowledge operator is preserved wherever the benchmark entry is bounded away
from zero relative to &; entries of order £—for instance, active-R&D kernel entries
that vanish in the benchmark—can change sign, so strict entrywise positivity of
active-REID responses is a property of the benchmark that survives only up to
O(€) terms.

Summarizing: at the saturation-neutral adoption, the residual lagged momen-
tum term lowers cumulative knowledge responses to first order and preserves the
network’s zero-path structure exactly. Its overall size is bounded in the infinity
norm by the closed-form factor £ of (C.5), with (C.6) a transparent sufficient con-
dition on primitives; its target- and sector-specific proportional effects depend on

network position and path length—longer and more indirect responses are attenu-
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ated more—so exact own-to-upstream ratios and target rankings must be checked

on the exact system of Appendix C.7 when they are the object of interest.
C.4 Matrix Facts

Maintained parameter restrictions. The lemmas of this subsection and all
subsequent appendix results are stated under the following primitive parameter
restrictions, which are maintained throughout the analysis and correspond to the
economically interpretable region: discount factor 8 € (0, 1), knowledge depre-
ciation rate 04 € (0,1) with d4(1 + ) < 1, R&D share parameter A € (0,1),
spillover elasticity ¢ > 0, and adoption elasticity x > 0 with A+ ( + x < 1. The
depreciation bound—implied by 4 < 1/2 and satisfied at any monthly or an-
nual calibration—is used only in the spectral bound for the momentum-shifted
lag matrix of the full-envelope system. These imply M € (0,1) (the spectral
radius of MQ% is then M < 1), = (1 —64) € (0,1), 1 — 84 € (0,1) (used in
Lemma 2 below), and o =1 —04(1 — M) € (0,1).

Lemma 1 (Innovation Leontief Inverse). Under simplification (viii), the ma-

triz I — MQ 4 is invertible and
La=(T—-MQu)™" =Y MQ,=T+M+ MO+, (C.7)
k=0

with the Neumann series converging absolutely. The network component admits
the path decomposition La—1 =} -, MFQR | and for M > 0 the entry [La—1]s.
18 non-negative, strictly positive iff a positive-length directed citation path from s

to x exists in 4.

Proof. Row-stochasticity gives p(24) = 1, so p(MQ4) = M < 1. The Neu-
mann series converges absolutely. For k& > 1, [Q%],, is a sum of nonnegative
products over length-%£ directed walks; summing over k£ > 1 preserves the equiv-

alence with path existence. U

Lemma 2 (Stable Knowledge-Propagation Matrix). The matriz T = (1 —
0a)l 4+ 64MQ4 has its spectrum contained in the closed disk

o(T) c {reC:|r| <y}, 0=1-90,(1-M) <1 (C.8)
In particular p(T) < o < 1, and
1
(I-T)"'=—Ly4. (C.9)
0a
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Proof. Since 4 is row-stochastic and non-negative, o(Q4) C {z € C: |z] < 1}
(Perron-Frobenius), so any eigenvalue 7 of T has the form 7 = (1 — d4) + 04 Mz
with |z| < 1, hence |7| < (1 — d4) +0aM = o < 1. The identity I — T =
SA(I — MQ,) together with Lemma 1 delivers (I — T)™' =6, L. O

Lemma 3 (Scalar Riccati root separation). Let a = 1+w(1—F)(1+£%) > 1.

For every complex T with || < 1, the scalar quadratic
Br?—(a+Br)r+7=0 (C.10)

has exactly one root inside the unit circle and exactly one root outside. The stable

root, denoted r(7), is

(a4 Br) — \/(a + fB7)2 — ABT
26
holomorphic on the open unit disk with r(0) = 0; the unstable root is T/(5 (7)),

r(7) =

, (C.11)

satisfying T/(B~ r(r)) — a/f>1asT— 0.

Proof. The product of the two roots of (C.10) equals 7/4, so if one root is (1)
the other is 7/(57(7)).
No unit-circle roots when || < 1. Suppose a root r of (C.10) satisfies |r| = 1.
Solving (C.10) for 7 gives 7 = r(a — fr)/(1 — fr). Writing r = ™,
72 = a® + ﬂ:2 - 2({30031} 14 (a — 1)(c}—|— 1 —~2ﬁ~cosv) o1, (C.12)
1+ %2 —28cosv 1+ %2 —2Fcosv

because a > 1, § € (0,1), the denominator 1+ 52 — 23 cosv > (1 —3)? > 0, and
the numerator (¢ —1)(a+ 1 — 2B cosv) > 0 (since a + 1 — 23 > 0). Hence every

root of (C.10) with || = 1 corresponds to some |7| > 1.

Continuity argument. At 7 = 0 the two roots of (C.10) are {0, a/3} with
0| < 1 < |a/B3|. The roots are continuous in 7 on the connected open unit disk
and never cross the unit circle (no unit-modulus roots when |7| < 1), so exactly
one root remains inside and one outside for every |7| < 1. The stable root (C.11)
is the inside-circle solution.

Holomorphic branch. The discriminant A(7) = (a + 57)% — 431 = (272 +
26(a — 2)7 + a2 is a quadratic in 7 whose two zeros have modulus a/3 > 1 (the
product of the zeros of A(7) is a?/5? and their sum is —2(a — 2)/3, giving a
conjugate pair with squared modulus a2/5?). Hence A(7) # 0 on the open unit
disk, a single-valued holomorphic branch of \/m with \/W = a is well-
defined there, and r(7) in (C.11) is holomorphic on {|7| < 1} with r(0) = 0. O
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Lemma 4 (Blanchard-Kahn root separation for the matrix Riccati).
0 I

_T/B ])env/ﬁ~
quadratic BR? — DR + T = 0 has exactly S generalized eigenvalues of magni-

The matriz pencil H(z) = ( ) — zI associated with the matriz

tude strictly less than one, and exactly S of magnitude strictly greater than one

(no unit-modulus eigenvalues).

Proof. The statement is the standard Blanchard-Kahn root-count condition
for the second-order linear rational-expectations system associated with the pen-
cil H(z) (Blanchard and Kahn, 1980; Klein, 2000). We verify it directly from
Lemmas 2 and 3, without reference to Lemma 5 below.

Under the real-spending specification, D"V = al + BT commutes with T.
Let T = QUQ™! be a Schur triangularization with U upper-triangular and Q
unitary; then D = Q(al + BU)Q_1 is simultaneously triangularized. Substi-
tuting in H(z) and conjugating by diag(Q, Q) shows that the eigenvalues of H
are exactly the union over 7 € o(T) (the diagonal entries of U, counted with al-
gebraic multiplicity) of the eigenvalues of the 2 x 2 scalar pencil whose roots solve
Br? —(a+pB71)r+7 = 0. The two scalar roots are {r(7), 7/[57(7)]} for T # 0, and
{0, a/B} for 7 = 0 (since at 7 = 0 the scalar quadratic factors as r(8r —a) = 0).

By Lemma 2, o(T) C {|7] < 0 < 1}. For 7 # 0, Lemma 3 gives |r(7)| <
1 < |7/[Br(7)]|. For 7 = 0, the two roots {0,a/3} also separate strictly:
0| < 1 < a/f since @ > 1 > 3. Counting eigenvalues with algebraic multi-
plicity over o(T) yields exactly S stable and S unstable generalized eigenvalues

of H, with no unit-modulus eigenvalues. 0

Lemma 5 (Stabilizing matrix root and exact propagation operator). Let
D = al + BT with a =1+ w(1 — B)(1+£) > 1. The matriz quadratic
ARZ—D™R+T=0 (C.13)

admits a unique stabilizing matriz solution R4 with p(Ra) < 1, defined via the
holomorphic functional calculus as R4 = r(T), where r(-) is the stable scalar root

of Lemma 3,

(a + Br) — \/(a + Br)?2 — 46T

23 '
The spectral mapping theorem gives o(Ra) = r(o(T)); combining with o(T) C
{I7| <o <1} (Lemma 2) and |r(7)| <1 on the open unit disk (Lemma 3) yields

(C.14)

r(r) =
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p(Ra) < 1. The exact propagation operator is

P = (I —Ra) (D™~ FR4) = p(T), (C.15)
where the scalar propagation function is
1
p(r) = (C.16)

(1= r()]a+ pr = Br(r)]
holomorphic on the open unit disk and defined at T by the holomorphic functional

calculus. No diagonalizability of T or restriction to real spectrum is required.

Proof. Euxistence. By Lemma 3, the stable scalar root r(7) in (C.14) is holo-
morphic on the open unit disk and satisfies the scalar Riccati fr(7)? — (a +
B1)r(t) + 7 = 0 for every 7 therein. By Lemma 2, o(T) is contained in the disk
{|7| < o} with ¢ < 1, a compact subset of the open unit disk, so R4 = r(T)
is well-defined via the holomorphic functional calculus on o(T) (no diagonaliz-
ability of T required). Substituting 7 — T in the scalar Riccati and using the

algebra-homomorphism property of the functional calculus,
BRY —(al + fT)RA+T = fr(T)? -D™r(T)+T = 0,  (C.I7)

so R4 solves (C.13). The spectral mapping theorem combined with |r(7)] < 1
for 7| < 1 (Lemma 3) and o(T) C {|7] < 0 < 1} (Lemma 2) gives p(R4) =
maxX,co(m) |7(7)] < 1, so Ry is stabilizing.

Uniqueness. Let R be any other matrix satisfying (C.13) with p(R) < 1.
The graph G = {(V,f{V) : v € C%} c C* is invariant under the companion
linearization H + zI of (C.13), because (H + z1)|g acts as multiplication by R
on the first component. Since p(f{) < 1, all eigenvalues of H + zI restricted to
G are inside the open unit disk, so G is contained in the stable invariant sub-
space of H. By Lemma 4, the stable invariant subspace has dimension exactly
S; G has dimension S by construction, so the two coincide. The same argument
applied to R4 = r(T) shows that its graph also coincides with the stable in-
variant subspace. Both graphs therefore coincide with the same S-dimensional
stable invariant subspace; two graphs over the first S coordinates that coincide
as subspaces agree as functions, so R=R, = r(T).

Propagation operator. Substituting R4 = r(T) in (C.15) and using D" —
R4 = (al + BT) — Br(T) = [a+ Br — Br(7)](T) via the functional calculus
delivers P = p(T). Inversions are well-defined on o(T) C {|7] < 1} since
Ir(7)| < 1 implies 1 — (1) # 0, and a + f7 — fr(r) = 7/r(7) for 7 # 0 (and

equals a > 0 at 7 = 0) is also nonzero throughout o(T).
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No-saturation benchmark. Under the simplified value equation (35) (satu-

ration channel absent), the constant a collapses to 1, the scalar Riccati reduces
tor(r) =7, Rs =T, and p(7) = 1/(1 — 7). Hence

1
P = U= T) ' = —L4, (C.18)
no-sa 6A
recovering the no-saturation propagation operator of Appendix C.2. O

C.5 Proofs of Propositions Without Saturation

This subsection proves Propositions 1, 2, and 3 under the simplified value equa-

tion (35). All three proofs use the cumulative knowledge response of Appendix C.2,

o0

A, = AL, Gy, (C.19)

t=0

and the wage-aggregation identity @, = (1/5)17 A,, which yields 3, @, = (AT'/S)Uy G 0
for a one-period shock at sector x.

C.5.1 Proof of Proposition 1

Cumulating the R&D first-order condition (33) and using 33, A, ; = 3, A,
(since A_; = 0),

ZNR,s,t = %Zﬁs,t + M[QA]S,-ZAt~
t=0 t t

Under (35), 32, 0ss = (1 = B)EC []s.0 G for a one-period shock at sector z, so

the first term equals I'[I]; .G o. Substituting (C.19) into the second term and
using MQAﬁA = ﬁA - I,

Z NR,s,t =T [I]s,:c GI,O + A [ﬁA - I]s,z ém,O-

t=0

The R&D wage bill is N, Rst = Wy + NR,s,t; cumulating and substituting the
wage-aggregation identity gives (42). 0
C.5.2 Proof of Proposition 2

From the sectoral real-GDP identity (31), f@ﬁt = §CAS¢+§GCA¥S¢. For a one-period
shock CA{E,O at sector x, ), @s,t = [[]s,xéx,o. Cumulating and substituting (C.19),

o)

}A/:e,t = fc)\r [EA]S,:L" éx,U + fG [I]s,x éx,O-

=0
Splitting [Lalsz = [{]se + [La — I]s. yields (43). O
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C.5.3 Proof of Proposition 3
Aggregating the sectoral identity of Proposition 2 via ¥; = (1/5)17Y, and using
Sollse =1and 1TL4E, = U,:

> G C C
- +ECAD 4 Al
oo €N

t=0

Converting into dollars, with Y, AY, =Y Y, Y, and AG,o = (}xéw, and using

the sector-invariant nominal spending share G, /Y = ¢%/S of the homogeneous

R G C)\P R
Uy —1) G = %+ s & Us|Gup.

steady state, delivers the multiplier (45). The upstreamness ranking follows be-
cause the multiplier is strictly increasing in U, with strictly positive coefficient
ECNL /€€, O
C.5.4 Proof of Proposition 4

The proof applies Proposition 3 in the network economy and in the diagonal
counterfactual, takes the difference, and uses the row-stochastic structure of €24

to identify the constant in (48) with the cross-sectional average upstreamness.

Step 1: Aggregate response in the network economy. By Proposition 3
(equation (44)), the cumulative aggregate GDP response to a sector-z govern-
ment spending shock CA}’LO in the network economy reads

o [66 ar ]
Y, = |>— 2
; f [S + g Us| G, (C.20)

where U, = 1T LAE, and L4 = (I — MQ4)~! as in (36)—(37).

Step 2: Aggregate response in the diagonal counterfactual. Replace
Q4 by Q4 = I in the simplified economy of Section 4.1, holding all other prim-
itives (8,04, \, (, K, x, €9, S) fixed. Three facts make Proposition 3 carry over
verbatim with Q4 replaced by I. (i) The steady state remains sector-symmetric:
equation (C.3) becomes (1—x—()log A = c1, still solved by log A, = ¢/(1—x—()
for every s, so the Hulten weights i, = 1/S and the constant £ are unchanged.
(ii) The impact pass-through T' = (1 — 8)¢/(1 — \) is independent of Q4. (iii)
None of the derivations leading to Proposition 3—the wage-aggregation identity
w, = (1/8 )lTAt, the cumulative-knowledge identity ), A, = 'L AGO, and
the cross-sectoral GDP aggregation Y, = (1/ S)lT?t—use any property of €24
beyond its appearance in L4 via the Leontief inverse, and all go through verba-

tim with Q4 replaced by Qf}fag. Proposition 3 therefore applies in the diagonal
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counterfactual with £, replaced by

ia iag\ — - 1
L% = (I-MQ™)™ = (I-MI)™? = — 1 (C.21)
and the upstreamness of sector x replaced by
: , 1 1
Utee = 1TL9*%E, = 1'E, = : C.22

The cumulative aggregate GDP response in the diagonal counterfactual is there-

fore

> i ¢ a1 .
v = |2 : Gro, C.23
; t { s T 51— (€.23)
where the bracketed coefficient is the same regardless of which sector x receives
the shock: in the absence of cross-sectoral knowledge spillovers, every sectoral

target generates the same per-dollar aggregate response.

Step 3: Closed-form expression for M. Converting (C.20) and (C.23)

into dollar multipliers—dividing each response by the same dollar spending change,

AG,o = (69/8)Y G, 0, legitimate because the two economies share the same ho-

mogeneous steady state—and subtracting, the common direct component, equal

to one, cancels, leaving

EONT B fc)\F. 1 _ar [L{ 1 ]
&G & 1-M &G 1M\

The cancellation is exact: the diagonal counterfactual leaves the own-sector de-

idea __
M =

Uy

(C.24)

mand mechanism untouched, so the idea multiplier isolates the cross-sectoral

spillover channel.

Step 4: The constant equals the cross-sectional average upstreamness.
The innovation-network matrix 2,4 is row-stochastic, Q241 = 1, hence Q%1 = 1
for every k > 0. The Neumann expansion (36) then gives

1
Lal =) MFQ41 =) M1 = — L (C.25)

k>0 k>0

where the geometric series converges because 0 < M < 1 (Section 4.1). Pre-
multiplying by (1/5)17,
1 1 1

S
1 1
z—§ = —1"L41 = =1" 1 = 2
u Ss:1u5 gl £a ST 1-M 1— M (C-26)

which is the equality stated in (49). Substituting back into the closed form of
Step 3 yields (48).
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Step 5: Sign condition. Since €€ >0, A >0, > 0, and £ > 0, the prefac-
tor E9AT /€Y in (48) is strictly positive, so the sign of M coincides with the
sign of U, — U, yielding the sign condition (50). O

C.6 Two-Sector Calculations Without Saturation

This appendix presents the two-sector example formulas of Sections 4.3-4.6, dis-
played in the pure-network benchmark x = 0 (Appendix C records the substitu-
tions delivering the general-x expressions). The upstream-downstream network
of (39) has wa11 = 1, was1 = 1, wa12 = wase = 0. The transition matrix
T = (1—04)] + 54MQ4 is lower-triangular with eigenvalues p =1 — 04 + 64 M
(right eigenvector 1) and d = 1 — d4 (right eigenvector E,).

Cumulative responses under (35). Under (35), D = I + T, Ry = T,
and P$ = 6, L4 with

1/1—M) 0 1+ M

= /( ) : U, = T Uy = 1. (C.27)

M/(1-M) 1
The matrix (I —(Qa)La = (1=A) I+ AL, has diagonal (1-M+AM)/(1-M), 1)
and off-diagonal (2, 1) entry AM /(1 — M), both strictly positive. The benchmark
formulas for sectoral R&D, sectoral GDP, and aggregate GDP follow.

C.6.1 Knowledge dynamics, no-saturation benchmark
The cumulative knowledge response is ), A, = w(l—B)fG 521£AG0 = A['L4Gy.
For an upstream shock Gio > 0, >, A1y = \[G1o/(1 — M) and ), Ay, =
AN'MGho/(1—M). For a downstream shock, >, A, =0and >, Ay = A\'Gap.
C.6.2 R&D wage bill, no-saturation benchmark
Substituting into (42):

Upstream shock.

R )\F 1+M -

S K :r( ) e,
7 no-sat 2 1 —
N T'AM >\ + M .
= G
;NR’Zt no-sat 1 — M 170 M
Downstream shock.
A

= FGQO + — GQO (C28)

no-sat no-sat

S W,
t

C.6.3 Sectoral and aggregate real GDP, no-saturation benchmark
From (43): 32, Vis = (€6 + €°TN) {15, G0 + ECTAL A — 152G p-

AL N
= _GQO; ZNR,Q,t
t
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Upstream shock.

SV
t

no-sat 1-— M
°TAM .
> i =Gy,

Downstream shock.
Z Yfl,t = O, Z Yz it
t

Sector 1’s response to a downstream shock is exactly zero: no citation path runs

= [ + €°TA] Gy (C.29)

no-sat no-sat

from sector 1 to sector 2, and under real-spending shocks there is no wage-offset
channel that would otherwise leak the aggregate wage rise into a price decline at
sector 1.

Aggregate, no-saturation benchmark. With py = ps = 1/2:

1 ~ G CXI' 14+ M 1 - ¢ CAI
= Y; = 5— &A . + , v Y, = 5— + & )
GI,O no-sat 2 2 1-M G270 no-sat 2 2
(C.30)

with upstream-downstream gap YA M /(1 — M) > 0, growing without bound
as M 1 1.

C.7 The Exact System Under Saturation-Neutral Adop-
tion

This appendix states and solves the eract dynamic system under Assumption 1,
retaining the lagged momentum leg that the body drops. Write 8* = .« and
b* = Br* = (1—*)(1+£%), the momentum coefficient at the saturation-neutral
adoption. Combining the exact value equation—Equation (32) at k = k*, where
the contemporaneous own-stock loading vanishes—with the R&D first-order con-
dition (33) and the knowledge law of motion (34), and eliminating V,, delivers

the second-order matrix system
B EAL — DA + TA, + w(1-5)9G, = 0, (C.31)

where T = T — wb*[ is the momentum-shifted lag matrix and, regrouping the

diagonal,
D" = a*] + B*T7 a* = 1+w(1—B*)B*(1+§G) > 1,

using 1+ &9 — b* = (1 + £9)8*. Two spectral facts make the lemmas of Ap-
pendix C.4 applicable to the triple (3*,@*, T) in place of (8,a, T). First, a* > 1
holds unconditionally. Second, p(T) < 1: in the admissible region k* < 1 — ), so
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wb* = ‘fﬁ—iﬂ/{* < 64X < 1—04 by the maintained depreciation bound d4(1+\) <
1, whence every eigenvalue of T satisfies |7| < (1—94—wb*)+04 M = o—wb* < 1.
Since T is an affine function of Qy4, all operators commute, the scalar root-
separation argument of Lemma 3 applies, and Lemma 5 delivers the unique sta-

bilizing root R = r(T) and the exact propagation operator
P = (I-R)(D" - FR) ", D A = w(l-FEP G
t=0

Setting the wedge wb* to zero—the approximation adopted in the body—gives
T = T, a* — 1 in the relevant grouping, the quadratic factorizes with stable
root R = T, and P* = (I — T)~! = §,'L: the Leontief benchmark underlying
Propositions 1-4. Appendix C.3 characterizes the distance between the exact
operator P* and the benchmark analytically, to first order in the wedge, and

states the accuracy condition under which the benchmark analysis is reliable.

A4



D Quantitative Results: Robustness

This appendix provides additional results on the quantitative analysis of Sec-
tion 5. We first assess the robustness of the results to a battery of alternative
model specifications; we then isolate the role of the production network in the
transmission of sectoral government spending.

In the robustness of the quantitative results, we consider ten alternative spec-
ifications: (i) perfect labor mobility across industries; (ii)—(iii) Frisch elasticities
of labor supply of 1 and of 4; (iv)—(vi) sticky wages, for both labor types, for pro-
duction wages only, and for research wages only; (vii) government consumption
employing public labor; (viii) sector-specific capital stocks accumulated through
the investment network as in vom Lehn and Winberry (2022); and (ix)—(x) a
two-agent economy a la Cantore and Freund (2021), in which workers save sub-
ject to portfolio adjustment costs disciplined by the micro evidence on marginal
propensities to consume, in a flexible-wage and a sticky-wage configuration.

Each variant modifies one block of the model, holding the rest of the calibra-
tion fixed, and is solved with the same first-order perturbation as the baseline; all
multipliers follow the convention of Section 5.2. For each variant we additionally
solve the stationary counterpart without the R&D block and the roundabout-
network counterfactual-—the same economy with the innovation network being
the identity matrix—which delivers the variant-specific idea multiplier of Sec-
tion 5.4.

Before describing each case in detail, we summarize the overall picture that
emerges from these exercises in Tables D.19 and D.20. Table D.19 reports the
range of the sectoral-spending multipliers in the variant’s baseline economy and
in its counterpart without the R&D block, together with the correlation between
the variant’s and the baseline economy’s multipliers; Table D.20 reports the range
of the variant’s idea multipliers, together with their correlation with the baseline
idea multipliers.

Across cases (i)—(viii), the ranges move moderately around the baseline, and
the correlation between each variant’s multipliers and the baseline’s is never be-
low 0.89; the idea multipliers are essentially unchanged, with a correlation with
the baseline idea multipliers of 0.99 or above, a mean between 0.06 and 0.12, and
between 37% and 72% of the cross-sectional variance of the variant’s multipli-
ers accounted for. In the two-agent economy of cases (ix) and (x), the demand
of the high-MPC workers shifts multipliers up and reshuffles the middle of the
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Table D.19: Robustness: Sectoral-Spending Multipliers.

Without R&D  Baseline economy Corr. with baseline

Baseline [—1.06, 1.06] [—0.14, 2.23] —
Mobile labor [0.42, 0.95] [ 0.09, 3.09] 0.89
Frisch elasticity 1 [-1.28, 0.78]  [-0.49, 1.48] 0.96
Frisch elasticity 4 [—0.90, 1.27] [ 0.13, 2.79] 0.98
Sticky wages, both types [—1.09, 1.07] [—0.15, 2.27] 1.00
Sticky wages, production only [—1.09, 1.07] [—0.14, 2.23] 1.00
Sticky wages, research only [—1.06, 1.06] [—0.16, 2.27] 1.00
Public labor [0.12, 1.03] [ 0.36, 2.03] 0.98
Sector-specific capital & inv. network  [—0.86, 1.02] [—0.06, 1.84] 0.92
Two-agent economy, flexible wages [—1.05, 2.00] [—0.26, 2.68] 0.75
Two-agent economy, sticky wages [—0.73, 1.98] [—0.19, 2.42] 0.65

Note: Ranges of the long-run present-value sectoral-spending multipliers across the 66 industries, for the economy
without the R&D block and the baseline economy, under each alternative specification. The last column reports
the correlation between the sectoral-spending multipliers of the variant’s baseline economy and those of the baseline
model.

Table D.20: Robustness: Idea Multipliers.

Range Corr. with baseline
Baseline 0.00, 1.86 —
Mobile labor 0.10, 2.44 0.99
Frisch elasticity 1 0.01, 1.57 1.00
Frisch elasticity 4 0.01, 2.06 1.00
Sticky wages, both types 0.00, 1.89 1.00

[— ]
[— ]
[ ]
00w, 1
Sticky wages, production only [—0.00, 1.87] 1.00
[— |
[ |
[ ]
- |
- ]

Sticky wages, research only 0.01, 1.90 1.00
Public labor 0.00, 1.36 1.00
Sector-specific capital & inv. network 0.00, 1.42 0.99
Two-agent economy, flexible wages 0.07, 2.16 0.97
Two-agent economy, sticky wages 0.07, 2.16 0.97

Note: Range of the sectoral idea multipliers across the 66 industries under each alternative
specification: the difference between the variant’s sectoral-spending multipliers and those
of the same economy with the innovation network €24 replaced by the identity matrix. The
last column reports the correlation between the variant’s idea multipliers and those of the
baseline model.

A.46



distribution, yet the correlation with the baseline multipliers remains very high,
at 0.75 with flexible wages and 0.65 with sticky wages, and the idea multipliers
stay closely aligned with the baseline ones, with a correlation of 0.97 in both
configurations. In every variant, the largest idea multiplier still belongs to com-
puters/electronics. We now describe each modification, and discuss its results,

in turn.

Mobile labor. We replace the segmented labor markets of Section 3.1 with
perfect mobility of both labor types across industries. Sectoral wages are equal-
ized, Wps, = Wp, and Wg s = Wg, for every s, and the household supplies the
two aggregate labor bundles Np, = > Np,, and Ng;, = > Ng,, according to

0p N = —=C;, Or Nt = —=C, 1, (D.1)

with the sectoral allocation determined by labor demand at the common wage.
The steady state is unchanged, since sectoral wages are equalized there in any
case: mobility alters only the propagation of shocks.

Under segmentation, a sectoral spending shock bids up the sector’s own wages,
which dampens the expansion of production and research employment in the
shocked sector; under mobility, labor flows in from the other 65 industries at
an essentially flat wage, so both the own response and the reallocation toward
the knowledge hubs are amplified. This is visible in Table D.19 and Figure D.1:
the upper tail of the sectoral distribution stretches, with the largest multiplier
rising from 2.23 to 3.09, as mobility redistributes the response across sectors
toward the knowledge hubs. The correlation with the baseline multipliers, at
0.89, is the lowest across cases (i)—(viii), precisely because mobility amplifies the
innovation-network channel rather than muting it: the idea multipliers stretch to
a maximum of 2.44, still attained by computers/electronics, followed by publish-
ing /software and chemicals/pharmaceuticals, and the heterogeneous innovation
network accounts for 72% of the cross-sectional variance of the multipliers, the

largest contribution across all variants.

Frisch elasticity. We consider two alternative values of the Frisch elasticity of
both labor types. The first is a Frisch elasticity of 1 (np = ng = 1), which is a
standard value in the business-cycle literature, consistent with the macro elastic-
ity based on the aggregation of micro-level labor supply responses of Kneip et al.
(2020). The second is a Frisch elasticity of 4 (np = ng = 1/4), in line with the
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higher values typically used by the fiscal-multiplier literature (Ramey, 2021). In
both cases, the labor disutility levels are re-derived so that steady-state hours
remain at 0.33 for each labor type, leaving the steady state otherwise identical
to the baseline.

The elasticity of labor supply scales the output response to any demand im-
pulse (Figures D.2 and D.3): all multipliers shift down under the Frisch elasticity
of 1—the range compresses to [—0.49, 1.48]—and up under the Frisch elasticity
of 4—the range moves to [0.13, 2.79]—while the correlations with the baseline
multipliers remain high, at 0.96 and 0.98, respectively. The idea multipliers scale
in the same direction: computers/electronics remains the sector with the largest
idea multiplier in both cases (1.57 and 2.06), followed by publishing/software and
chemicals/pharmaceuticals, and the heterogeneous innovation network accounts
for 37% of the cross-sectional variance of the multipliers under the elasticity of 1
and 59% under the elasticity of 4.

Sticky wages. We relax the assumption of flexible wages of the baseline model
by introducing nominal wage rigidity, analogously to the way the baseline model
treats prices: the wages of both labor types are set by monopolistically compet-
itive unions, subject to a quadratic adjustment cost a la Rotemberg (1982), the
wage-setting counterpart of the producers’ price-adjustment friction.

The block adds one layer between the household and the producers, separately
for each sector and each labor type. In each sector s, a continuum of unions in-
dexed by j € [0, 1] differentiates the household’s production labor into varieties
N ]jj@t, which a competitive labor packer assembles into the bundle demanded by

producers with the CES technology

1 J 6W71 ) c‘fvifl
Npgsi = / (vasjt) v dj , (D.2)
0

where ey is the elasticity of substitution across labor varieties.

Cost minimization by the packer delivers the demand schedule for each variety

. wi o\
NJJD,s,t - <ﬁ> Npst, (D.3)

with the sectoral wage index

1 . l—ey
Wpas = [ / (Wf_-,@t)l_ewdj] . (D.4)
0

Union j sets the nominal wage of its variety on behalf of the household: it
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maximizes the real wage income of the hours it commits, net of their disutility—
converted into consumption units by the household’s marginal utility, which un-
der log preferences amounts to multiplying by C;—and of a quadratic cost of
adjusting the nominal wage, proportional to the sectoral wage bill. Since all pay-
offs are expressed in consumption units, the union discounts them with the real

stochastic discount factor:

max Eoi/\& %_ PSMQ—--.
{wi. .} — P, T 1+4+np
. . 2
L 19_W (W]%,s,t/WIJD,s,t—l . 1) WP,s,tNP,s,t (D 5)
2 i P, ’ '

subject to the demand schedule for its variety, where 7"V

is nominal wage infla-
tion along the balanced growth path, so that no adjustment cost is paid on the
balanced path.

The first-order condition, evaluated at the symmetric equilibrium in which all
unions of a given sector and labor type set the same wage, delivers the sectoral
wage Phillips curve

W A Op N .C,
19 st 1 s,t — (1— STV Pst
w (ﬁW zw = L) tew Wt/ P; "

1% w
9 B | AR s t+1 1 s t+1 Wpsi+1Nps i1/ P D
—|— W t t,t-‘rl —_W - _W W N P 9 ( 6)
m 7T Ps,t P,s,t/ t
where WE; = Wpsi/Wpsi—1 is gross nominal wage inflation, 7V its balanced-

growth value—the trend growth of nominal wages, which at zero trend inflation
equals the real-wage growth factor vy—and the fraction in the second term is
the ratio of the marginal rate of substitution to the real wage, the wage-setting
analogue of the marginal-cost-to-price ratio in the price Phillips curve (B.8). An
analogous condition holds for research labor, with the corresponding disutility
level and Frisch elasticity.

The parameters are homogeneous across industries and labor types: the wage
elasticity of substitution across labor varieties is ey = 4, implying a steady-state
wage markup of 1.33, and Yy = (ew — 1)ow /[(1 — Yw ) (1 — Bw )] maps a Calvo
non-reset probability of ¢y = 11/12—a twelve-month average wage duration, the
value typically estimated for U.S. wages—into the equivalent Rotemberg adjust-
ment cost. Two implementation details preserve comparability with the baseline.

First, the labor disutility levels are rescaled by (ey — 1)/ew, so that the steady

A.49



state carries the union wage markup while leaving all steady-state quantities and
prices at their baseline values. Second, the flexible-wage benchmark used to con-
struct the output gap in the monetary rule retains the same markup, so that the
sticky- and flexible-wage blocks share the same steady state and the gap is well
defined.

We consider three configurations: wage rigidity on both labor types, on pro-
duction wages only, and on research wages only. In the one-sided configurations,
the union block above applies verbatim to the rigid labor type, the other type
retains the competitive labor supply condition of Section 3.1, and no other part
of the model changes. In the economy without the R&D block, which employs
production labor only, the production-only configuration coincides with the both-
types one and the research-only configuration with the flexible-wage benchmark.

Table D.19 and Figures D.4-D.6 show that the three configurations deliver
nearly identical results: the multipliers span at most [—0.16, 2.27] and cor-
relate with the baseline ones at 1.00; the largest idea multiplier belongs to
computers/electronics in every configuration (1.87-1.90), followed by publish-
ing /software and chemicals/pharmaceuticals; and the heterogeneous innovation
network accounts for 52% of the cross-sectional variance of the multipliers in
all three cases, exactly as in the baseline. Nominal wage rigidity is thus close to

neutral for the cross-section of multipliers, whichever labor market it operates in.

Public labor. In our model, as is standard in the literature on fiscal multipliers,
government spending consists of purchases of goods and services from the private
sector. However, Moro and Rachedi (2022) show that such purchases account for
only around 25% of total government consumption spending, with virtually the
entirety of the remainder consisting of the compensation of public employees.
To account for the role of public employment, in this case we follow Moro and
Rachedi (2022) and let government consumption combine purchases of goods with

public labor. Government consumption output is produced with the technology
Yau = N&§ G0, (D.7)

where G is the bundle of goods purchased from the private sectors, which retains
the Cobb-Douglas sectoral composition and the spending process of Section 3.4,
and Ng. is public employment, hired in a separate segmented labor market at

wage W with household supply
0 NG, = (Wae/P)CY (D.8)
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symmetric to the private sectoral labor supplies. Cost minimization by the gov-

ernment sets the compensation bill proportional to goods purchases,
ag

WeaNai = ] Pq G, (D.9)

so public employment co-moves endogenously with the fiscal shock, and lump-
sum taxes cover both components.
The closure of the economy is otherwise unchanged. The goods bundle is the

baseline Cobb-Douglas aggregator,
S
G, =[G, (D.10)
s=1

and the sectoral resource constraints of Equation (16) are unaffected: wholesalers
keep selling G, to the government, which now uses these goods as inputs into
Y+ rather than consuming them directly. National accounting follows from valu-
ing government output at cost: under constant returns, government consumption

expenditure equals

S
Pg,tYG,t = WeaiNe + Z PGy, (D.11)

s=1
where Péi , is the cost-based deflator of government output, and nominal GDP

adds it to private absorption:
Y, = PCy+ Praly + P4, Ya,. (D.12)

The goods purchased by the government therefore enter GDP only once, through
government consumption expenditure—they appear in neither C} nor I;—so pri-
vate goods purchases and public output are not double counted; equivalently,
GDP equals private value added plus the public compensation bill. The multi-
plier denominator is total government consumption expenditure, consistent with
this identity.

We set ag = 0.6, matching the share of the compensation of general govern-
ment employees in the sum of compensation and intermediate purchases of the
general government, the same target used by Moro and Rachedi (2022). The
steady state is re-derived under this technology: total government consumption
expenditure remains 20% of GDP, now split 60%-40% between compensation
and goods purchases; the government wage equals the production wage, which
pins down steady-state public employment; and both GDP and the multiplier
denominator include government output, valued at cost.

Relative to the baseline, a spending shock now stimulates the economy through
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two channels—the purchases of goods from the private industries, as before, and
the public wage bill, which accrues directly to households—which is why the
multipliers rise in both economies in Table D.19 and Figure D.7: the range shifts
up to [0.36, 2.03], with a correlation of 0.98 with the baseline multipliers. The
idea multipliers instead compress—their mean falls to 0.06 and their maximum to
1.36, still attained by computers/electronics, followed by publishing/software and
chemicals/pharmaceuticals—because only the goods component of government
consumption reaches the private industries, and hence the innovation network,
while the compensation component bypasses it. Even so, the heterogeneous inno-

vation network accounts for 62% of the cross-sectional variance of the multipliers.

Sector-specific capital and the investment network. The baseline model

features a single aggregate capital stock—the household accumulates
Kt+1 - (1 - 5K>Kt + ]t, (D]_S)

allocates capital services across industries through the CES scheme of Equa-
tion (8) with mobility elasticity v, and assembles investment as a single Cobb-

Douglas bundle over sectoral goods,
L=]Jrr (D.14)

This variant replaces both objects with their fully sectoral counterparts, chang-
ing the model in two ways. First, capital becomes sector-specific: each industry
operates its own capital stock, which only that industry can rent. The household
accumulates the 66 stocks according to

2
Koipn=1—0g) Koy + L5y — % (% - Ls) K, (D.15)
st

where I, is investment installed in industry s and ¢; = yxs — 1 + 0k is the
investment-capital ratio along the balanced growth path, so that the quadratic
installation cost and its derivative vanish along the balanced path: the friction af-
fects dynamics without altering the steady state. Each stock earns its own rental
rate Rg s, and the household’s optimality conditions deliver one Tobin’s-g pair
per industry—an installation margin equating the sectoral investment price to
the shadow value of installed capital net of the marginal installation cost, and
an Euler equation pricing that shadow value off the discounted rental rate and
continuation value. The CES reallocation scheme of the baseline, and with it the

mobility elasticity vg, drops out of the model.
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We set ¢; = 2; a strictly positive installation cost is required for determinacy—
with freely adjustable sector-specific capital and an interest-rate rule, the equi-
librium becomes indeterminate—and the results are insensitive to its exact value.

Second, the investment installed in each industry is assembled from a sector-

specific bundle of goods purchased from the producing industries,

S
La= ] 2, (D.16)
m=1

with the implied sector-specific investment price

S Pmt Wr,s,m
PI,s,t = H : ’ (D17)

p— wI?'s?m
m=1

where I, ; denotes the purchases of industry-m goods by industry s for invest-
ment purposes, and the shares wy 5 ,,—the weight of producing industry m in the
investment expenditure of purchasing industry s—are taken from the investment
network €, of vom Lehn and Winberry (2022), built from the BEA capital-flow
data. The rows of €2; thus replace the common vector wy ; of the baseline: indus-
tries no longer buy investment goods in the same proportions, but each according
to its own supplier mix.

We map the 41-sector network of vom Lehn and Winberry (2022) to our 66
industries (splitting supplier shares within groups in proportion to the aggre-
gate investment column) and average it over 1997-2001, the same window as
the production network. Accordingly, each sectoral resource constraint replaces
the single retailer demand of Equation (B.14) with the investment demand of all

purchasing industries:

Us

S
Zs,t 1- ? (7Ts,t - 1)2:| = Cs,t + ;wl,x,s

PI,z,t

S
N Ly +Gap+ Y Hepy (D.18)

a=1

The balanced growth path changes accordingly. Since sectoral relative prices
trend at heterogeneous rates, each investment price inherits its own trend from
the supplier mix, and each capital stock grows at the sector-specific rate vg
given by the common output trend deflated by the trend of the sector’s invest-
ment price. The steady state is re-derived with sector-specific investment prices,
rental rates, and capital trends; all calibration targets, and every other block of
the model, are unchanged, and GDP now aggregates the 66 sectoral investment
expenditures.

Table D.19 and Figure D.8 show that the transmission is essentially unaf-

fected: the multipliers span [—0.06, 1.84] and correlate with the baseline ones
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at 0.92, the largest sectoral multiplier still belongs to computers/electronics, and
the correlation between sectoral multipliers and citation upstreamness stays high,
at 0.61. The sectoral idea multipliers retain the baseline shape—a mean of 0.09
and a maximum of 1.42, attained by computers/electronics, followed by publish-
ing/software and chemicals/pharmaceuticals—and the heterogeneous innovation
network accounts for 57% of the cross-sectional variance of the multipliers. The
innovation-network channel thus operates independently of how investment is

sourced across industries.

Two-agent economy. The last case relaxes the assumption of a representative
household: following Cantore and Freund (2021), we split households into work-
ers and capitalists, and discipline the household block with the micro evidence
on marginal propensities to consume.

A share ¢y of households are workers, denoted by W. They supply all produc-
tion and research labor in every sector, own no firms or capital, and can save only
in government bonds, subject to a quadratic portfolio adjustment cost that pe-
nalizes deviations of their real detrended per-capita holdings by s = B/ (P:yy)
from the steady-state level by, = 0. Their problem is

(Nw,par) ™" (Nwrss) ™
max EoZﬁ logCWt—Z e Z R,s —
{Cw,m{NW,P,s,t,NW,R,s,t}ilﬁw t L+mp L+ 7g
s.t. BCwy + Bwy + ¢;V (bW,t —BW)2Pt+Tt =
s
=Ri1Bwi1+ Y (WpaiNw.pss + WrsiNw piss) - (D.19)
s=1

where T} is the uniform per-capita lump-sum tax.
The first-order conditions for labor are the sectoral supply schedules of the
baseline model evaluated at the workers’ consumption, and the first-order condi-

tion for bonds delivers the Euler equation

- B 1 Ry
1 bws— b =—FE D.20
Cwy [ * (bw( W W)] 00 t|:CW,t+1 7Tt+1:| 7 ( )

in which the factor /7y reflects the deterministic detrending—as throughout
the stationarized system, all real quantities are expressed net of the output trend
7y—and the return to saving is taxed at the margin by the portfolio friction ¢yy:
workers behave as target savers who smooth windfalls only partially—the feature

that generates realistic intertemporal marginal propensities to consume.
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The remaining share 1 — gy of households are capitalists, denoted by C. They
supply no labor, own the economy’s capital stock and firms, and trade bonds

freely:

max Eg Z Blog Ce 4 (D.21)
t=0

{Cc,th,t,Kc,tJthc,t}

sit. P.Cey+ Bey+ Pryles +1, = Ry_1Bey—1 + RiKey + Dey, (D.22)

where Ict, Kct, and D¢, denote the capitalists’ per-capita investment, capital,
and rebated firm profits, and per-capita capital accumulates as in the baseline
model. Their first-order conditions are the standard Euler and investment con-
ditions of Section 3.1, and their stochastic discount factor is the one that prices
producers’ decisions.

Aggregation and market clearing change accordingly. Aggregate consumption
averages the two types in per-capita terms, Cy = swCy ¢ + (1 — g ) Cet; sectoral
labor is supplied by workers only, Nps; = swNw pst and Npsi = swiNw rsi;
the capital market clears as in the baseline, with the entire stock held by capital-
ists, Ky = (1 —sw)Key, It = (1 — sw)ley, and Dy = (1 — g )De,; and the bond
market clears against the public supply, swBw .+ (1 — sw)Bc+ = B:.

On the fiscal side, the government no longer balances its budget period by
period: it finances purchases with the uniform per-capita lump-sum taxes and
one-period nominal bonds, with steady-state debt at 30% of annual GDP: at the
monthly frequency of the model, b = 0.30x12Y, where Y is steady-state monthly
GDP. Real government debt (in units of the consumption good and detrended
by the output trend, like all quantities) evolves as

Ry

by = b1+ g — 7,
Tt Yy

where g, = > (Ps;/F,)Gj, is real government spending. Taxes follow the rule

Tt=7_'+¢b(bt—1 —5) + &g (9: — 7),

where 7 balances the steady-state budget inclusive of debt service, and the coef-
ficients follow Gali et al. (2007), adapted to the monthly frequency: ¢, = 0.33/3
and ¢, = 0.1/3, so that a spending shock is deficit-financed on impact and taxes
rise only gradually as debt accumulates. Every other block of the model is un-
changed, and we consider two wage configurations: flexible wages, and sticky
wages for both labor types, with the union block of the sticky-wage case evalu-
ated at the workers’ marginal rate of substitution and discount kernel.

The calibration involves two new parameters: the share of workers and the
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portfolio friction. We set ¢y = 0.5, as in Cantore and Freund (2021), and
calibrate ¢y in closed form to the iMPC evidence of Fagereng et al. (2021),
exploiting the exact solution of the worker’s partial-equilibrium consumption-
saving problem: a worker who receives a windfall consumes the share o =
(R— X + owCw)/(1 + R — Xy + pwCy) on impact and saves the rest, de-

cumulating the bonds at the stable root

1
ro=3 (14 R+ éwCi) — /(1 + R+ éwCi)* —4R)|

where R is the growth-adjusted monthly gross real rate and C)y the worker’s
steady-state consumption, while capitalists, who are permanent-income consumers,
contribute the annuity value of the windfall. Setting ¢y, = 0.028 makes the ag-
gregate quarterly impact marginal propensity to consume out of an unanticipated
windfall match the empirical value of 0.1942 exactly. The implied first-year cumu-
lative propensity is 0.44: it matches the annual marginal propensities to consume
out of transitory income estimated by Jappelli and Pistaferri (2014) and Auclert
et al. (2024), at 0.48 and 0.45, respectively, and is only slightly lower than the 0.55
of Fagereng et al. (2021). In the steady state, workers hold zero bonds, so worker
consumption equals per-capita labor income net of the per-capita tax, capitalists
absorb the remainder of aggregate consumption, and the labor disutility levels
are re-derived so that the sectoral steady state is identical to the baseline.

The two wage configurations differ starkly in their implied marginal propensity
to earn—the partial-equilibrium earnings response to the same windfall, which
the micro evidence places near zero (Auclert et al., 2023). With flexible wages,
the windfall raises worker consumption and lowers hours through the labor-supply
condition, delivering an aggregate quarterly MPE of —qy (1/1p) (Ew/Cyy) times
the workers’ quarterly MPC, where Fjy, denotes the workers’ steady-state per-
capita labor earnings; at our calibration, the MPE equals —0.54: the tension
between matching MPCs and MPEs that Auclert et al. (2023) identify in New
Keynesian models. With sticky wages, employment is demand-determined and
the partial-equilibrium MPE is exactly zero.

Table D.19 and Figures D.9-D.10 show that the workers’ demand recycling
makes the economy visibly more expansionary—the range shifts up to [—0.26, 2.68|
with flexible wages and [—0.19, 2.42] with sticky wages—and reshuffles the mid-
dle of the cross-section toward rigid-price consumption sectors, which is why the
correlation with the baseline multipliers, while remaining high, declines to 0.75

and 0.65: with flexible wages, housing overtakes computers/electronics at the top
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of the total-multiplier ranking, while with sticky wages computers/electronics
remains first. The innovation mechanism, however, is intact: the idea multipli-
ers are essentially identical across the two wage configurations, ranging up to
2.16 with a mean of 0.19, computers/electronics has the largest idea multiplier
in both cases, followed by publishing/software and chemicals/pharmaceuticals,
their correlation with the baseline idea multipliers is 0.97, and the heterogeneous
innovation network accounts for 20% and 37% of the cross-sectional variance of

the multipliers, respectively.

The role of the production network. We conclude by isolating the contri-
bution of the production network: we re-solve both the baseline economy and the
stationary economy without the R&D block, replacing the empirical input-output
matrix with a homogeneous one, wy s, = 1/5, holding every other parameter
fixed.

Figure D.11 replicates the comparison of Figure 1 under the homogeneous 10
matrix, and Figure D.12 reports, for each economy, the sector-by-sector differ-
ence between the heterogeneous-10 and the homogeneous-10 multipliers. For the
baseline economy, the multipliers with the homogeneous 10 matrix are quite sim-
ilar to those with the empirical one: the differences in Panel A of Figure D.12 are
small—a mean absolute difference of 0.14—and sizable in only one case, publish-
ing /software, at 0.55. The exception is instructive: publishing/software combines
a dense within-sector supply chain—it purchases 71% of its intermediate inputs
from its own industry—with the role of second-largest knowledge supplier of the
citation network, so the input-output loop amplifies precisely the R&D engine
that the innovation network broadcasts.

The differences are instead much larger in the stationary economy: their dis-
persion is more than twice that of the baseline economy, and over half of the
industries move by more than 0.25 in absolute value. The comparison delivers a
sharp message: while the production network is an important propagation chan-
nel for the standard demand transmission of fiscal policy, it barely modulates the
R&D responses to fiscal shocks. This is the model counterpart of the empirical
results of Section 2: the input-output network does not play a confounding role

in the estimation of the innovation-network channel.
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Figure D.1: Robustness: Mobile Labor.

Panel A: Mobile Labor

Panel B: Idea Multiplier
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Panel A reports the sectoral-spending multipliers of the economy in which both labor types are

Note:

perfectly mobile across industries and sectoral wages are equalized. Panel B reports the corresponding

sectoral idea multipliers: the difference between the multipliers of Panel A and those of the same economy

with the innovation network replaced by the identity matrix.
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Figure D.2: Robustness: Frisch Elasticity of 1.

Panel A: Frisch Elasticity of 1
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Note: Panel A reports the sectoral-spending multipliers of the economy with a Frisch elasticity of production

1. Panel B reports the corresponding sectoral idea multipliers: the

"R
difference between the multipliers of Panel A and those of the same economy with the innovation network

and research labor equal to 1, np

replaced by the identity matrix.
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Figure D.3: Robustness: Frisch Elasticity of 4.

Panel A: Frisch Elasticity of 4

Panel B: Idea Multiplier
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Note: Panel A reports the sectoral-spending multipliers of the economy with a Frisch elasticity of production

1/4. Panel B reports the corresponding sectoral idea multipliers: the

Uhi!
difference between the multipliers of Panel A and those of the same economy with the innovation network

and research labor of 4, np

replaced by the identity matrix.
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Figure D.4: Robustness: Sticky Wages, Both Labor Types.

Panel A: Sticky Wages, Both Labor Types

Panel B: Idea Multiplier
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Panel A reports the sectoral-spending multipliers of the economy in which nominal wages of both

Note:

labor types adjust a la Rotemberg (1982), with a twelve-month average wage duration homogeneous across

industries. Panel B reports the corresponding sectoral idea multipliers: the difference between the multipliers

of Panel A and those of the same economy with the innovation network replaced by the identity matrix.
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Figure D.5: Robustness: Sticky Production Wages.

Panel A: Sticky Production Wages

Panel B: Idea Multiplier
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Note: Panel A reports the sectoral-spending multipliers of the economy in which only the nominal wages of

production labor adjust & la Rotemberg (1982), with a twelve-month average wage duration homogeneous

across industries, while research wages are flexible. Panel B reports the corresponding sectoral idea multi-

pliers: the difference between the multipliers of Panel A and those of the same economy with the innovation

network replaced by the identity matrix.
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Figure D.6: Robustness: Sticky Research Wages.

Panel A: Sticky Research Wages

Panel B: Idea Multiplier
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Note: Panel A reports the sectoral-spending multipliers of the economy in which only the nominal wages of

research labor adjust & la Rotemberg (1982), with a twelve-month average wage duration homogeneous across

industries, while production wages are flexible. Panel B reports the corresponding sectoral idea multipliers:

the difference between the multipliers of Panel A and those of the same economy with the innovation network

replaced by the identity matrix.
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Figure D.7: Robustness: Public Labor.

Panel A: Public Labor

Panel B: Idea Multiplier
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Note: Panel A reports the sectoral-spending multipliers of the economy in which government consumption

combines purchases of goods with public employment, with a compensation share of 60%, following Moro

and Rachedi (2022). Panel B reports the corresponding sectoral idea multipliers: the difference between the

multipliers of Panel A and those of the same economy with the innovation network replaced by the identity

matrix.
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Figure D.8: Robustness: Sector-Specific Capital and the Investment Network.

Panel A: Sector-Specific Capital and Investment Network

Panel B: Idea Multiplier
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Note: Panel A reports the sectoral-spending multipliers of the economy with sector-specific capital stocks,

each accumulated through a sector-specific investment bundle whose composition is given by the investment

network of vom Lehn and Winberry (2022). Panel B reports the corresponding sectoral idea multipliers: the

difference between the multipliers of Panel A and those of the same economy with the innovation network

replaced by the identity matrix.
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Figure D.9: Robustness: Two-Agent Economy, Flexible Wages.

Panel A: Two-Agent Economy, Flexible Wages

Panel B: Idea Multiplier
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Note: Panel A reports the sectoral-spending multipliers of the two-agent economy a la Cantore and Freund

(2021) with flexible wages:

workers—half of households—supply all labor and save subject to portfolio

adjustment costs calibrated to match the quarterly impact MPC of Fagereng et al. (2021), and the government

follows the tax rule of Gali et al. (2007) with public debt at 30% of annual GDP. Panel B reports the
corresponding sectoral idea multipliers: the difference between the multipliers of Panel A and those of the

same economy with the innovation network replaced by the identity matrix.
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Figure D.10: Robustness: Two-Agent Economy, Sticky Wages.

Panel A: Two-Agent Economy, Sticky Wages
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Note: Panel A reports the sectoral-spending multipliers of the two-agent economy & la Cantore and Freund

(2021) with sticky wages for both labor types, the configuration with a zero partial-equilibrium marginal

propensity to earn. Panel B reports the corresponding sectoral idea multipliers: the difference between the

multipliers of Panel A and those of the same economy with the innovation network replaced by the identity

matrix.
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Figure D.11: Sectoral-Spending Multipliers with a Homogeneous 10 Matrix.

Panel A: Baseline Economy, Homogeneous 10 Matrix

Jaidniny 4o eyebaibby

Panel B: Stationary Economy (No R&D), Homogeneous 10 Matrix

|
) L
o ?
Jadmniy dao eyebeibby

Note: Sectoral-spending multipliers when the empirical input-output matrix is replaced by the homogeneous

1/S, keeping every other parameter at its baseline value. Panel A refers to the baseline

matrix wy s«

economy and Panel B to the stationary economy without the R&D block. The two panels share the same

scale.
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Figure D.12: The Contribution of the Production Network.

Panel A: Baseline Economy
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Sector-by-sector difference between the sectoral-spending multipliers computed with the empirical

Note:

1/5.

Panel A refers to the baseline economy and Panel B to the stationary economy without the R&D block. The

(heterogeneous) input-output matrix and those computed with the homogeneous matrix wp s »

two panels share the same scale.
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